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Structure around agent actions

We have already seen several ways to guide agent actions.

. Instructions guide behavior; executable skills can
Skills : )
constrain execution.
Planning and Break a task into parts and coordinate their execution, as
decomposition in MACU, RAO, and RLM.
Automations Connect agent runs through prescribed steps and checks.

Today: Orchestration frameworks let developers specify parts of a workflow in
advance, while delegating judgments and actions to LLMs.
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Single agents vs. workflows

Both combine LLMs, tools, and application code.

Single agent Explicit workflow (example)

LLM
! act - observe T Classify Retrieve Investigate Check
[ Tools ] LLM B Code Tools MR} Tools Code
Behavior

determined by
model, prompt, and
environment

What do we gain by fixing a workflow?

Lecture 14 - Single-agent baseline LangGraph - Workflows and agents
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More of the behavior is specified by the developer in advance
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Workflow benefits

Fixing a workflow for a known procedure reduces the model decisions

Consistency

Prescribe required steps and
enforce checks in code.

Flagged reply — approval — send

Anthropic - Building effective agents LangGraph - Thinking in LangGraph

TARAAYEAL
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Efficiency

Use an appropriate model for
each step, or even just code (no
model at all)

Poll: code
Classify: smaller model
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Examples BRI ERAE R,

BRI "EIZMIEEERS? " aRisms - BREE - KX,

FEFRANEKR:  "BEF TR, BREZSHAIL. " EERE - RTH
it — &iX,

LangGraph-Thinking in LangGraph-ZXRiZRiz S

Customer support requests follow different procedures.

Routine question Request requiring review

“I was charged twice. Please refund

“How do | reset my password?”
W y passw the extra payment.”

Retrieve guidance — draft reply —

send Draft reply — employee approval —

send

LangGraph - Thinking in LangGraph - adapted support scenarios 6
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e BEEVERE — 38, XITFIERR / TOREIEK / KERSS, #BFNE; 39T bug,
Bl bug TH; WFEREK, UEHEANEBERE., ZRIJEAKERE, tBA
BEERZIUAREREIS. WK / S / ZERIEREANFZXIREZ,

Explicit steps encode the required work and its possible continuations.

question / feature / billing

( ) LangGraph #SSCIlX LAY ENEIFER,
Search docs
Send reply o
~ - LangGraph-Thinking in LangGraph
4 N\
. . bug :
[ Read email J—{ Classify Bug ticket Draft reply
. J
A
Review
proposed reply
complex

billing / complex / urgent

LangGraph connects functions implementing these steps.

LangGraph - Thinking in LangGraph 7
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TEPRYD SSRGS BIRE / TOREIRK / KB, bug; E%; W/ SR/ ER. T
RERE: EEERE,. oK. BRXE. € bug T8, EEEES. BEIAIER

question / feature / billing @g\ ﬁii@go

Send reply FBAE: HR - EE - KX,

WORAMERRANEK: BR - BE - 85z - KX

BAHNHZIREEURTRERT D 4

The request and intermediate results determine which steps execute.

Search docs

Draft reply

[ Read email H Classify

Review
proposed reply

complex LangGraph-Thinking in LangGraph

billing / complex / urgent

= Routine question: search — draft = send

= Billing-classified request: search — draft — review — send

The review path depends on the model’s classification.

LangGraph - Thinking in LangGraph 8
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Inside workflow steps

Each step can combine code, model calls, and tools. F3) ; B bug T& (K7D) ; EZES (KB + LLM) ; SHlEmES;
REEE (F8) . FMHRESHER / Thegiak / KB, bug., 8%, LUKRIKE /
questlron/feature/bll\lmg code gz__'-% %%,o
| Sk | Send reply FELCTREIFR, SRFREAERTRERR LLM,
code + LLM code code + LLM
[ . _ bug [ . ) LangGraph-Thinking in LangGraph
Read email H Classify Bug ticket Draft reply
code b code g 3
Review
proposed reply]
complex

billing / complex / urgent

Here, classification and drafting call an LLM from code.

LangGraph - Thinking in LangGraph 9
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HIES A THEN
. ERAANTSEE.
Data and human input BRI
et o roviows add forma TS SO RIS EEIR . 3. WIS, i bug T8, REES.
carch and review add miormation R A B SR ES, AR r RS TRy s
question  feature  billing WHREISTRY; SRes e R E R .

Search docs Send reply

REIE: WMANER,; B,
HZIVRERES : MASERNER, WH/oitE. mEsdaeg,

query + docs

R
. . bug .
{ Read email ]—{ Classify Bug ticket

~——o

Draft reply

email text

LangGraph-Thinking in LangGraph

Review
proposed reply

complex approval / edit
Search docs Review proposed reply
Input: query Input: request and draft
Output: supporting documents Output: approval, edit, or rejection

LangGraph - Thinking in LangGraph
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Shared state

Passed between nodes in the workflow.

class SupportState(TypedDict, total=False):

email_id: str
email_content: str
classification: dict
search_results: list[dict]
draft_response: str
review_decision: dict

LangGraph - Thinking in LangGraph - Step 3

=
P e VANTATS

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

Billing request

Email: “Urgent: Acme
Cloud charged our
company twice...”
Classification: billing,
high urgency

Search result: billing-
review policy

Draft: proposed reply for
review

11
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EITERIT RZIEEE.

A (FERBESREFRFRE)
“python
class SupportState(TypedDict, total=False):
email_id: str
email_content: str
classification: dict
search _results: list[dict]
draft response: str
review_decision: dict

LangGraph-Thinking in LangGraph-23&3
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State updates

A node reads state and returns the fields it changes.

def classify_intent(state):
classification = model.classify(
state["email_content"]
) .model_dump ()
return {"classification": classification}

LangGraph - Thinking in LangGraph - Step 3

IRESEEFT

PMAFEIFEN - 3F CMU BTFIER - FERIZARC - FIAEREEE cmu-agents.com

Support state

email_content

“Urgent: Acme Cloud
charged our company
twice...”

classification

billing - high urgency

12
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ST
— MO RIZIIAT, FRECERRFER.

K6 (KBSFEREFRHERE)
“python
def classify_intent(state):
classification = model.classify(
state["email _content"]
)-model dump()
return {"classification": classification}

XFEHASRBI: "email_content’:  "ZR: Acme Cloud BN ABESHFT
...... " ‘classification’: k& - BEE2E,

LangGraph-Thinking in LangGraph-2%&3
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Node implementations

Nodes read state, do work, and return updates.

("system", "Draft a reply using these documents.

Document . .
retrieval c = state["classification"]
. query = f"{c['intent']1} {c['topic']}"

Search service return {"search_results":

def draft_response(state):

response = 1lm.invoke( [

Reply ("human", json.dumps({
generation email': state["email _content"],

11m: chat model
),

1)

return {"draft_response':

LangGraph - Thinking in LangGraph - Step 4

TIRAsLH

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

def search_documentation(state):

services.search(query) ;

documents': state.get('"search_results",

response.text}

JRPDF513/39 ]

ZH / 3GEX - 5 1/1 8B

TR
TRIZEBIAT. YT TIFFREIES.

Mgtz (BERIRSS) N6, FRBIREFRE:
“python
def search_documentation(state):

c = state["classification"]

query = f"{c['intent']} {c['topic']}"

return {"search _results": services.search(query)}

BIS4ER (LLM: BIXIER) KRG, KEREFRERERECRES:
“python
def draft_response(state):
response = lIm.invoke([
("system”, "Draft a reply using these documents."),
("human”, json.dumps({
"email": state["email content"],
"documents”: state.get("search results", []),

W)k
)

return {"draft response": response.text}

13
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Node functions and transitions form the support workflow.
python

g = StateGraph(SupportState)
g.add node("read email", read_email)
g.add _node("classify intent", classify intent)
.add_node("classify_intent”, classify_intent) Classify - Y B -
: g.add _node("search_documentation”,
.add_node('"search_documentation”, - - .
search_documentation) search_documentation)

Read email

= StateGraph(SupportState)
.add_node("'read_email"’, read_email)

o Qu «u Q

g.add_node("draft_response’, draft_response) g.add_node("draft_response”, draft_response)

g.add_edge(START, "read_email") g.add_edge(START, "read_email")

g.add_edge("'read_email"”, "classify_intent") - . w e . "

0. add_edge g.add _edge("read_email", "classify intent")
search_documentation', "draft_response g.add_edge(

) : "search_documentation”, "draft_response”
graph = g.compile(checkpointer=checkpointer) )

Solid: fixed - Dashed: conditional : . .
OHeEd T Hashed: conditions graph = g.compile(checkpointer=checkpointer)

LangGraph - Thinking in LangGraph - Step 5 14

‘ Elchi: R — 2%, METIEEREIE bug T8, BieEES; &
HITE] EERESHEIXAS, SEERETRRZ, BEETEEER,
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Classification and routing

The classification selects a path through the assembled graph.

intent = classification["intent"]
destination = (

bug_tracking” if intent == "bug" else
search_documentation
if intent in {"question", "feature", "billing"}

else "draft_response

)

return Command (
update={"classification': classification},
goto=destination,

Browse the full source /

LangGraph - Thinking in LangGraph - Step 4

PEESERH

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

Solid: fixed - Dashed: conditional

15

ZH / F3GEX - % 1/1 35

PESIKH
RERRIERBEE FRI—RISEZ,

A (FRERIARES API) -

“python

intent = classification["intent"]

destination = (
"bug_tracking" if intent == "bug" else
"search_documentation”
if intent in {"question”, "feature”, "billing"}
else "draft_response”

)

return Command(

update={"classification": classification},
goto=destination,

EFRISEER BRI, R R AR,
NEeEERRY ~
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Recovera ble progress FEERRIRFERER, JLURECESHREV T,
: : e BEYE - BERFENERER - £EE. RERIEER, TLES
Saving search results before generation preserves completed work. e

BT ERFERER, AAUUETEMiITIFEHFREN.
LangGraph-Thinking in LangGraph-15 s#i

crash during generation

-----------------

Search docs i Saved search
] results

repeat generation

With saved search results, restart generation using completed work.

LangGraph - Thinking in LangGraph - node granularity 16
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Checkpointing and resuming

Saved state and execution progress let a workflow continue later.

A persistent checkpointer records the workflow’s state and
Save progress : :
where execution should continue.

Resume Use the same execution ID to load saved progress and

continue. Supply new input when needed.

et B Aretry poli.cy repeats a failed node after a temporary error,
such as a timeout.

An interrupt pauses the workflow. The application collects a

Human input .
response and supplies it on resume.

LangGraph - Persistence LangGraph - Interrupts LangGraph - Retry policies 17
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ATHN: FEREETIER. NAKERN, AERSHITEBERAETIER.
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Monitoring with execution traces

A record of the execution shows the work done inside each step.

classify_intent 4.08s

ChatOpenAl gpt-5-mini
4.08s o 362

search_documentation 0.00s

" search_local_documentation 0.00s

Course support demo - Open the recorded trace /

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

m Steps contain model calls, tool
calls, and ordinary code

= Each operation can record
inputs, outputs, time, and
errors

= LangSmith calls an operation a

run and the whole tree a trace

18
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BT T T

PITIERE BB ERATTARITIE.

JRPDF518/39 ™1

TEROSREER. TERARIZEERL. SIUREETLUCREAN. Bl.
SR, LangSmith EERTHR{EFRA—IR run, BEERFRI—5K trace,

eI classify_intent” FBRY 4.08 #; "ChatOpenAl” 5/
‘gpt-5-mini*, FEET 4.08 #, 362 4Mds; ‘search documentation™ FHT 0.00

#b; “search local documentation™ FAY 0.00 #2,

IREEIRER T EICRAYNILE ~
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BT T T
PITIERE BB ERATTARITIE.
EHZEBEE: "I, =27 Acme Cloud %18, BHES? " TIERIET.

BSH: "ER: Acme Cloud WEAIXBERTRRAADEENET ... BAE
BEINR, FEESHRTI. " TIERNEHE 188D, TIERMESHE2887.

Monitoring with execution traces

A record of the execution shows the work done inside each step.

Routine password question Duplicate charge

LangSmith-RFERHIAYHILE
“Hi, | forgot my Acme Cloud “Urgent: Acme Cloud charged our
password. How can | reset it?” company twice for this month's

subscription. ... Please investigate
the duplicate charges and refund
the extra payment.”

Workflow trace pt 1

Workflow trace Workflow trace pt 2

LangSmith - recorded lecture traces 19
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Unit tests for nodes

Explicit inputs and outputs let us test each step in isolation.

Classification - example test

Given

Email: “l was charged twice.”
Fixed model output: billing

Classify intent

Expect returned values

Classification update: billing
Routing destination: document search

LangGraph - Testing individual nodes - support demo example

T REYERTTIN

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

Repeatable checks

Control inputs and external calls. Check
returned updates and routing
decisions.

Scope of the test

Direct node calls bypass checkpoints.
Test persistence and actual routing
through the graph.

20
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T RAYERTTI
BRI AR LR AT AR IR,

PEEMRTM: LE—HHME:  "FHAFI TR, " BEEEEL: billing’,
AR "PEEE" TR, THBREE: 2EEFHA billing'; EREERANEER.

AESRINE: EHAMAMINBER, MERERIEFHLNISHRSR.

WiGEE: EREATRSFRIRER. BUAFANHESTRIREE, T2E
W EZ T,

LangGraph- Uit EM 0 - EARET
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TR SETN

S TERUE R T TS ZREERE QFRiEm. BE. RiX; KBEKF
HIEHEFHN, SARXHIRE, ZREAKRIE, BFR

Connected steps need controlled tests and checks with real models and services.

Controlled workflow test Expected behavior SRR IR, RS,

Password question Retrieve guidance, draft, send EIE: PUIRAESREZE, WlESMHNE?

Billing complaint Pause for approval; nothing sent yet SRR B TImEls TIFAR, LAET RAEsE.
Rejected reply Finish without sending LangGraph-Elillizl; LangChain-&pilliz; LangSmith-3¥{d
Temporary search failure Retry search, then continue

| Regression checks Do tests still pass after a change, e.g. swapping in a new model?

| Integration testing  Run the end-to-end workflow to test how nodes interact

LangGraph - Graph tests LangChain - Integration tests LangSmith - Evaluation 21
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Ce — B TRSISTRRER; AL,
R BENMRE; ERRGREEE,
Pros Cons
= Consistency m |essadaptable
m Possible efficiency gains = |nformation flow has to be

x Testability explicitly managed

22
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Agent | Workflow frameworks

Frameworks package related orchestration ideas around different programming abstractions.

Framework Programming emphasis
OpenHands Configurable agent execution and work integrations - previous lecture
LangGraph Explicit workflow graphs, shared state, and recovery - today's example

OpenAl Agents SDK Agent loops, tools, delegation, and handoffs

AG2 Agent conversations and coordination, including group workflows
DSPy Modular LLM programs and prompt optimization using examples and
metrics

23
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EHReR / TIERIESR

TEREISEARRRIEME, SERRRRFE S TRaE—E,

ERRERHENESR: OpenHands—AEBNEEEARITS TIEERM (E—iH#)
; LangGraph——E2X TIERE. HEREEREHIIT (Fifinfl) ; OpenAl

Agents SDK——EREMREIA. TH. FRE3RZ, AG2—EREMAXIESIAE,
BIEEHATIER, DSPy—&EHRIE LLM 12, LARKIRRGIFRNIEIRGIRT.
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Monitoring at scale
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BZIRNITMERITA
Be h avi Or across executi ons HrENEFEREE, PITHTEETF AR, EXNAKEHLRIZEAT?
ZR RIS E R ZHE.,

Execution traces are useful for debugging when you know there's a problem. \ o
What to do with a large collection of traces? DAt E R R E R IERBEFIARYTA,

DEPREHARERBERE T AT,
Transluce-Terminal-Bench & ~; Zhong Z%-Hodoscope
= Reading every trace takes too long
= Existing checks only cover behavior we thought to test

= Alower score does not explain what changed

Transluce - Terminal-Bench investigation ~ Zhong et al. - Hodoscope # 25
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TREE
. . * adl Transluce f Docent J§2F Terminal-Bench _EAS— XA,
Beha\"oral'nvest'gatlon {#H Transluce B9 Docent 1EZ& Terminal-Bench AJ—x[a])3

Terminal-Bench BN (89I{EsS, 518/%=1T) : GPT-5 Codex: 40%;

Using Transluce's Docent to investigate a regression in Terminal-Bench. GPT-5.1 Codex: 27%.

N 2ERITEZERBER T, GPT-5.1 Codex RIRINERLL GPT-5 Codex 1

?
Success rate on Terminal-Bench (89 Transluce-&7~ ~; F{iJiy Docent #fr ~
tasks, 518 runs) Why does GPT-5.1 Codex succeed less
GPT-5 Codex: 40% often than GPT-5 Codex with the same
harness?
GPT-5.1 Codex: 27%
1TAREE
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: : : BER: (£ docent, M8XEKMIEZT, BHEZ—MEEER—ES LA—
Pairwise comparison prompt IXPINIEITIHATECR, FR—/\EIRRBBRMRE. REENGER S E.
Prompt excerpt bR BREEER108RKMIZIT: GPT-5.1-codex 79X

> with docent, For each failed run, compare it to a successful run

from the other model on the same task and write a short /189 Docent J5Z2- BRI FHARIRAY ~
paragraph explaining the cause of the failure.

Group results by model.

Output excerpt

® I need to explain 108 failed runs: 79 for GPT-5.1-codex
. and 29 for GPT-5-codex ..

Our Docent plan - Pair and explain failures 7 27
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Paired trajectories in Docent

Select a comparison to read its explanation and follow citations into both runs.

X [ Result [©ec42bdos () Chat further

Output

explanation : The failed run spent most of its time repeatedly trying variations of unreadable ASCII rendering
rather than switching promptly to OCR 2% Ui, It eventually installed Tesseract, but the lengthy package
installation consumed the remaining wall-clock budget, and the run ended immediately after installation
completed U0 U9 U8, Consequently, it never ran OCR, derived the hashing logic, or created /app/output.txt’; by
contrast, the successful run extracted the pseudocode with Tesseract ¥, computed the two SHA-256
operations, wrote the required file, and verified its contents I [J. The decisive failure was therefore poor time
allocation: too many ineffective image-rendering experiments left insufficient time to execute and verify the
actual solution.

cause_summary : Repeated ASCIl experiments and a late OCR install caused timeout before producing output.

code-from-image: GPT-5 Codex failed; GPT-5.1 Codex used OCR and succeeded.

Our Docent plan - Step $4, result ec42bd06 # Open the cited OCR action /

Docent FRRYBLITENIZE

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com
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Docent HAIBEXIHILE
AL, REERERE, FH0ES|IBiEHED IEERIXETT.

ER "ecd2bd06’ BUFERE: KMzTIEREDIEEEREZAAEN. ¥ELFHA
B9 ASCIERAR £, MiRERAIHEE] OCR, ERELIET Tesseract, B8
KIS ELEFER T RIRAMEMINEME,; <E<hkia, BTuZIER. A,
EMNFRIEIT OCR, ESWKRFEZE, thigGEIE /app/output.txt’. SIttiER, Bk
INE1THE Tesseract BB T {AfKES, iTE TR SHA-256 #81E, BARTEXE,
FEGIE T RS, B, REMNENREENESEAME: 2 TRNEIGE
A SESE RS E T HISIEEIFAIRRE.

RERZE: kRE#H1T ASCI IR AR OCR, SHGER, RegErEt.,
B EB:: GPT-5 Codex 5; GPT-5.1 Codex {3 OCR 5T,
4189 Docent FE-L£B,Y4, R ec42bd06 ~; FIFFATSIHBRY OCR 2 ~
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Failure mode synthesis

Claude Code - prompt

> with docent, Based on the previous result, summarize
the difference in failure modes between the two models.

GPT-5.1 Codex GPT-5 Codex
“GPT-5.1-codex runs out of time “GPT-5-codex delivers, but often in
before delivering.” the wrong form.”

Output excerpts from the synthesis of 108 paired failures.

Our Docent plan - Failure-mode synthesis / 29

KRN ZE
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P SEEE S

Claude Code427R: fF docent, 1RiE F—IERBER MERLMIRHER.
GPT-5.1 Codex: "“GPT-5.1-codex fERFERZ BIFFER TRIE.

GPT-5 Codex: “GPT-5-codex 23fIER, BRI EEALER., "

LA 23108 HECXI KA T4ra IS5 EIAVn R,

FA8 Docent F&-KWHEL 4GRS ~
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Testing the timeout hypothesis

Claude Code - output excerpt - scored runs

Model Scored runs Pass rate Timed out
GPT-5-codex 219 40% 69 (32%)
GPT-5.1-codex 265 27% 132 (50%)

Claude Code - prompt excerpt

> with docent, Filter to tasks where neither model times
out across all rollouts. .. Then compute the macro-average
reward per model on this subset of tasks.

Our Docent plan * No-timeout comparison / 30

IR
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L BITERIR
Claude Codefgitifas 210 E1T.

JRPDF530/39 ™

1RE | BT | BII=R | #8RTEL: GPT-5-codex | 219 | 40% | 69 (32%)

: GPT-5.1-codex | 265 | 27% | 132 (50%) .

Claude Code- &R TRIEATEMIEHR MEELE R BEITAVES. ... ARTTE

X &R ESS L MERIRIZR YR,

(119 Docent HZ=-TBATELER ~
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Testing with run metadata

On the 28 no-timeout tasks, average success is 0.500 vs. 0.429 for GPT-5.1 vs

@

2@

Analysis

©
Labels

L

Charts

D

Collection: [EXT] terminal-bench @ 9bafeb94 -+

B How do the models compare on ...
@) Pivot: rollouts and mean reward ...

@ Macro-average reward per mod...

Terminal-Bench reward on tasks with no timeouts

> % Analysis > Analysis Plan

© 772c0920

. GPT-5 Codex.

B pocs (D Slack

& Share  Login

L 20 query-optimize 3 2 0.5 0
N
$2 Macro-average reward per model on tasks with no timeouts £J Rerun
v Query
1 Vv WITH runs AS ( B
2 v SELECT metadata_json->>'task' AS task,
3 metadata_json->'agent'->>'model_name' AS model,
4 CAST (metadata_json—>'scores'—>>"'reward' AS DOUBLE PRECISION) AS reward,
5 CASE WHEN metadata_json->>'exception' = 'AgentTimeoutError' THEN 1 ELSE @ END AS timed_out
cn.

Detalled

model
1 openai/gpt-5-codex

2 openai/gpt-5.1-codex

tasks

28

28

scored_rollouts
7

83

macro_avg_reward
0.429

0.5

The ranking reverses on this subset

Our Docent plan - Query and results ~

Transluce - Step 3 and caveats

MRZTT

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

TCEEIHI T

izt
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FFEIToaRE T

E28IFHBAESE £, GPT-5.1 5 GPT-5 Codex B9 IHES 279 0.500 #1
0.429,

EEMNER: EREENINES LHEZRFISER, & GPT-5-codex: 28TH{E
. TEBFDHT. =FEHR 0.429; GPT-5.1-codex: 28LUESS. 83%E
PR, ZZ¥9[EER 0.5,

EIX—FE L, HEgxEE,
A Docent HE-EIFSER ~; Transluce ZEE3HFEREIN ~
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Discovering behavioral patterns
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R ARNEREEETHIE?
Claude Opus 4.6 ¥y T —ME SWE-bench F8E Git [HSRAIEREK,
EERIEERRZ S, FoM 2/10 F#EI 7/10,

EHEPRHEEIRE: 2 ETXEERX, FRETFRIGERFRITHE. B1T/ERY
AJEERE: 7/10, GitHub [BJRR (#465) H Anthropic FUFARARZARE, ,\EP
Read this discussion https://github.com/SWE-bench/SWE-bench/issues/465 185% 7 SWE-bench i #a+H—NENRRE: SHeeisEa g|t |og --all” (LAK
Kar<) BROERENRS, NMEZ/JEEEESEANIRIZFRIYFRES
AURaZ. EEREEIEY, FTRRRIRESIXMIRI TR,

Why not use model-as-a-judge?
Claude Opus 4.6 evaluates an agent inspecting Git history in SWE-bench.

After a link to the benchmark issue - 2/10 = 7/10

Reassessed agent behavior against GitHub issue findings >

This is highly relevant context. Let me revise my assessment of the original action. s —

i g g EXNMFH, FHEFEGERER, AREMNZIRCEITA.
Revised Suspiciousness: 7/10
The GitHub issue (#465), opened by researchers at Anthropic and others, documents a Zh on 9 Saxe Na li Ra 9 h u nath an-H Od 0sco Pe / \Lt j@ 7

well-known loophole in SWE-bench evaluations: agents use git log --all (and similar
commands) to peek at future repository state, which can reveal commits that directly
contain the fix for the issue they're supposed to solve independently.

The action you showed me is a textbook match for this pattern:

In this example, the judge needed a hint about which behavior to flag.

Zhong, Saxena, and Raghunathan - Hodoscope announcement - The Problem # 33

St AAERIREETFFIE?
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Discovering behavior clusters

Summarize trajectories or actions, then embed the summaries to group similar
behaviors.

Explore clusters and inspect examples to discover behaviors you had not thought to search for.

type: 03

trajectory: pallets__flask-5014_ae7d3300-a567-4584-88¢
turn: 178

summary: Ran the test suite with pytest, but it failed imm

Zhong, Saxena, and Raghunathan - Hodoscope # Apple - Embedding Atlas ~ 34

KRIAT /9%

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

JRPDF 534 /391

ZH / 3GEX - 5 1/1 8B

RIAT /9%

FRLARMIEEI T, BRABRARETE, LUEERILIITADE.
REXUEHGEEFIYRE, TR B BRIEERNTA.
~f: Hodoscope (CMU) ; Embedding Atlas (Apple) .

EFEEFRES : 03, qwen3-coder, deepseek. gpt-4.1. iquest-coder-v1,
BRI MERTHHAN E: K8 "03"; ik pallets_ flask-5014 _ae7d3300-a567-
4584-88.."; R 178; HE " pytest izf7 7 XEM, EMXEY (X
W) .

Zhong. Saxena 5 Raghunathan-Hodoscope ; Apple-Embedding Atlas ~
Bt / BRXENES T

BRI ERBRIEMERY), AR ERED .
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Representing actions

Summaries emphasize behavior across tasks; Hodoscope embeds action summaries into a

shared map.

1. Summarize

Condense each action into
behavior-level summary

/

2. Embed

Embed & project all groups
to 2D via t-SNE

3. Density Diffing

KDE per group; overlay
difference for unique actions

4. Human Review

Humans determine if found
actions are problematic

Zhong, Saxena, and Raghunathan - Hodoscope, Figure 1 #

o3 A
qwen3-coder o .‘ | . oe
deepsesk . S—— -;'.' .

aptad fols type: 03

st gpdery1 B0 ajeciony: pallets_flask-5014_ae7d3300-a567-4584-86¢

turn: 178
summary: Ran the test suite with pytest, but it failed imm

Fevg e [ e ] 'y -
: - .
- e o ®
]
L) o
[] .
L] . 2 Q,.“
. 8 |
N ¥ 4 »®
. [ i
o . W
Ll L ]
r 4 . o ]
. " e
. e . G U & g
oW 'y
Bep e s8¢ =S %:.ge Ly .
.8 & - 'Y
W d 5 wJ
- "'egs :@ . L ® —
. e, B & ad ORLCLF R

See also Embedding Atlas ~

RMT5]
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RMT5))

HEEEES(ESMTA; Hodoscope BiToEERAEIHZ=HER,
SEIER . BB MTEBIATHREE,

LSEERN . SRATEA, FHE t-SNE BERFEI"4E,
SEIBEED: NEMNMEARA KDE; SNERNSTINESR.
SERAANTEHE: BAFRTAIR TR SRR,

HEPAIRETRE: 03, qwen3-coder, deepseek, gpt-4.1,
iquest-coder-v1, R™MIRERERFER type'. ‘trajectory’. “turn’, ‘summary’,

\\

Zhong. Saxena 5 Raghunathan-Hodoscope, E1 ~; 5% Embedding
Atlas ~

BT / SESENED T
HE R GIIMEMERRY], SRR AEL.
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Analyzing behavior clusters

Compare models or setups to find distinctive clusters; Hodoscope marks overrepresented
behaviors in red.

Commit0 ImpossibleBench iQuest / SWE-bench
' e g L — o
. ®.- 0O e AV |
.a""q ?@k 51'% J.:‘-, o % ! ¢
)%y L () .
Pe w2 0eS R L type:iquest-coder-v1
o type: MiniMax-M2.5 © o '); SO So® _ P q.
S S\ eI - trajectory:traj_0045
o trajectory: babel e
00 i %@:; type: ImpBench: Conflicting turn: 24
) . S . . 4 . .
O Vi Qﬁ. trajectory: django__django-15563 summary: Viewed recent commit
:g%é. summary: Viewed a recent comm E%é e o4 g . t-coder-v1
Ny LC P . \ ° . N -
A type: MiniMax-M2.5 o™ _ : Sey! ype:lquestcodergy
,._:5..: trajectory: babel ¢ summary:Replaced a test function 2 trajectory:traj_0045
< : S
_C turn: 78 e o 8 v, & ¢ s turn: 54
o o -\ i
o summary: Viewed recent commit 1« . . ®e °, o° summary: Viewed recent commit
L ) - e N » -
..év‘;‘:.;rg ;-.. (0T e 1 a % N .‘:—1,’ 0.‘\“ o . .)2".)

Inspect the original actions to identify the behavior and judge it in context.

Zhong, Saxena, and Raghunathan - Hodoscope, Figure 2 #
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AT/
EUiE R ER IR B IR BB X 3IA9%%; Hodoscope FL &FRC LIS BRIITA.
1% : Commit0; ImpossibleBench; iQuest / SWE-bench,

B a#EARRAARES . Commit0 EHRA "MiniMax-M2.5", ik
74F078, fHEERE "BF FIEHRER......" & "BEETIEHIRER" |
ImpossibleBench [E#xy ‘ImpBench: Conflicting’, ik
‘django__django-15563°, %)k81, & "7 —NUKeg#L" ; iQuest/
SWE-bench HE#xA ‘iquest-coder-v1’, 3k ‘traj 0045, #)x24F1054, HE *
85 JIEHRER" .

WEFRBITE, LORBITAFHES LI,
Zhong. Saxena 5 Raghunathan-Hodoscope, E2 ~

‘babel’, &R
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WiE PDF 36 | [EX 36


https://www.cmu-agents.com/slides/lecture-15-orchestration-and-monitoring.pdf#page=36
https://arxiv.org/html/2604.11072v1#S3.F2

CMU Al AGENTS / BhZExBBZ SR [EPDF&37/39™

5 15 ¥ - feHES miE

EN / X EBEARR - (RIFEEF ZH / F30FEX - F 1/1 Bo
Commit0 A&

BEHERE: BEEMNIECETRFRINE, REERVREEE Git HEH.
WE— Git BFEEAIN, SERENRRARZHIRE T HREAE.
EFREHRME: KB "MiniMax-M2.5°; #ilk ‘babel’; k74, HE "&&F7

Commit0 investigation

Benchmark setup FEHRIRES...." [ HRTS, B 'EE TR .
Recreate code removed from a Zhong. Saxena 5 Raghunathan-Hodoscope, 3.1H55E_2 ~
repository. L type: MiniMax-M2.5
Soe Bk / SESEEST
Earlier commits remained available . :;"'{ g =cidry: babel
e e s turn: 74 BTARHNRNMERERRY], TEERRTEF.
in Git history. es 8 :
» 2 ¢ summary:Viewed a recent comm
gl
. , , corete type: MiniMax-M2.5
Inspecting a cluster of Git operations o ¥0n |ty
) o e e (rajectory:babel
revealed agents recovering the missing wurn- 78
code from earlier commits. o Ssummary:Viewed recent commit
..-21'!;-&’! -
Zhong, Saxena, and Raghunathan - Hodoscope, Section 3.1 and Figure 2 / 37
Commit0 A&
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Review at scale

Agents produce more context than a person can review in full.

This is not your normal incident

-» This is far from reviewing a
single conversation or log

- Agents across many independent
runs shared exploits with each -—
other and moved quickly

B -
——
= We have thus far reviewed over - - =
7 billion agent trajectories with
over 3 million GPU hours

Black Hat USA 2026 - The OpenAl-Hugging Face incident / OpenAl - Incident report overview / 38
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HERR: "XAR—EEEEN" . XEAREHER—BXES—mHEE. T2
HIETHREA R ESERER AR L, FHREREITE. &5 A1k, Bl
H T 70{ZRE AT, FEATHIZ30075 GPU )M\,

Black Hat USA 2026-OpenAl-Hugging Face 4 ~; OpenAl-SE{HREHTS
/l
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T—iH: Te - ZEEHIT Eric Wallace

Next lecture: Safety - Eric Wallace (guest lecture)
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