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RL Systems: Overview
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What operations must an LLM RL Framework support?

env.verify env.state / env.step + agent harness
Gradient 6 += Y, (R(t) — b(h;)) Vglog my(as|h;)
Update: T
optim_step backward forward

LLM &t SIEZRI I iRt ?
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LLM 3R SRR RS S PR e

RIS EERT:
0 += 3, (R(Y) - b(hy) VO log O(a, | hy)

R

env.verify SIA2 ) R(T); env.state / env.step SEREAHFITIESRIL B4
T IRESHESE he,

optim_step H1TESE(&EHr; backward I+E#HE; forward iITEKIEEIENERER.
BT / SEXEREST
NRHRIZEFNREFTSIREBIRRE.
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AHARERZRRL PyTorch FSH?
Why not just hand-roll custom implementation in SRS

. 0 += 2, (R(t) - b(hy)) VO | B(a; | he
vanilla PyTorch? += % (R(1) - b(hy) V8 log m6(ac | h)
PyTorch API: optimizer.step() X3 optim_step; model.backward() XJhz

backward; model.forward() ¥3iz forward,

FE / SEXEES T

Policy
. IO APl ERRREBIREE.
Gradient 8 +=Y,(R(t) — b(h;)) Vylog mg(a;|hs)
Update: T
optim_step backward forward
: P)&I’PoIr‘.ch optimizer.step() model.backward() model.forward() :
e J

R AAREZRRAE PyTorch F5sCI?
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B IHER PR AR R T/ Ay !
RL Frameworks are composed of two fundamentally R

. 0 += 2, (R(t) - b(h)) VO I O(a; | h,
different workloads! += 2. (R(1) - b(hd) VO log mB(a | ho)
RAEHBEIEEE SIS, B VLM, SGlang: EFERNE (REH/)

icy , FIHERE.
Polic
Gradient 6 +=Y,,(R(t) — b(h,)) Vylog mg(a;|hs) BB SR EEI43I851T, Fitl Megatron, FSDP2: FRiEZE (AIFT)
Update: T T , EFREES.
optim_step  “sample” optim_step EFr2%#Y; sample X#F; forward backward Hif7RIRSKAITE.

“forward_backward”

T / SESENED T

‘. AR P BRI SRR,
O\ Inference Engine Trainer Engine

e.g., VLLM, SGLang e.g., Megatron, FSDP2

Decode-heavy Prefill-style

(Sequential) (Parallelizable)

No grad Autograd

SR IMELR PR AR A BRI TR EZE R
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RL Frameworks are composed of two fundamentally
different workloads!

“sample” “forward_backward”
Inference Engine Trainer Engine
e.g., VLLM, SGLang e.g., Megatron, FSDP2
Decode-heavy Prefill-style
(Sequential) (Parallelizable)
KV Caching Activation Checkpointing
Radix/Prefix Caching (across requests) Prefix sharing
Continuous Batching Batch Sample Packing
Speculative Decoding/MTP Model sharding (PP, CP, EP, etc.)
Model sharding (PP, CP, TP, EP, etc.) 6

SR IMELR PR AR A BRI TR EZE R
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HEIES|ZE (g0 vLLM, SGlang) : ZHETTH#BAE (IFHIT) . ILEiEE
& KV 227, Radix/BIRiEER (BB1EK) . EEftabiE. #ENRERS/MTP, LIKIR
Bk (PP, CP, TP, EP ) .

IZ5IZE (120 Megatron, FSDP2) : FiEZE (AHIT) . MHUDEEREEE
MER. IRE=. MRERTE, LIR&EES R (PP, CP, EP ) |
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4R35 1 ESHEES 12 BRI E.
WEERS|EE (B0 vLLM, SGLang) MIIIZ5 |ZERIEREHITERE.
IZFSIZE (%0 Megatron, FSDP2) [R5 |ZEEENE.

HIBIEHIT sample; 1)lIZkimH11T forward backward,

Interaction Between Train and Inference Engines

Rollout/trajectory data

weight sync

Trainer Engine

Inference Engine

e.g., VLLM, SGLang e.g., Megatron, FSDP2

il
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1-#EE + NG NIRISRESSRAFIIE, FEMEFRITaE.

2 - INSHAIE: MIEIERs. Mhlal TEERIRGRM.

3 - lIERmRIETT R JIgRRITRIRITE, BEFitE logprob, FERTIREREERE.
4 - )lGRRANE: FTREEEUTEEE.

5- LR + BL: BI)IGRIBNE, SNERXRHEES I EHEN D .

Breaking down a training step

INFERENCE + ENV ENVIRONMENT TRAINER TRAINER SYNC

3Z| \ S =
1-sample 2 . verify 3. forward 4 - backward 5. optim_step + sync {E%EJEEE"J*REEELXJ:J\Q*E.:
Sample trajectories ———> Rewards fromverifiers, ——s Forward passinthe ——> Backward pass to ——> Update trainer policy
from the current policy tests or tool outcomes trainer to recompute compute gradient weights, send to -I%iz / l_ﬁﬁjzé}ﬁ%ﬁj\ﬂ:
while executing actions logprobs with while inference engine and
in the environment tracking grad reshard

logprob ZFEARIEREA.

Repeat with the updated weights

R —IXGE B
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(f&g
Inference Optimizations: KV Caching (‘;;‘éﬁ

KV CACHE - ONE ENTRY PER PAST TOKEN

K,V K,V K,V K,V K,V K,V n

t1 12 t3 t4 t5 t6 t7

HOW BIG IS IT?

Llama-3-8B in bf16:
* 128 KB per token

1 32k-tokentrace =4 GB;

Step t7 computes q, k, v for the new token only, e 64 0ofthem =~ 256 GB
attends over every cached k, v, then appends its

own.

KV Caching trades a lot of recomputation for a lot of memory.

TR : KV &1

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com
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HETR(E(L: KV &%,
KV &F: 8MNIERETTNN—REFICR.

3t PRAFNATIHE q. k. v, YABEEREFN k. vITEEDIHE, ARE
InFmaETE Y ko v,

ErFA/N: Llama-3-8B (A3 bf16 B, &M 128 KB; —5% 32k iA7THIHILE
#3 4 GB; 6443 256 GB,

KV RFRAERFRRAERES T HHRD.
FE / SEXBESF
EshEY 32k RESRE.
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IR UL RIRETT.

Rgtdia + TRAEZSMESZESER, (E5ENE A, B SEHENRFHIL,
EptnET rollout 1. 2. 3 &1L, LA rollout 1 89524 ; SRERDIRA
reused, FritEZBHHRA freshly computed,

VAN

i e

Inference Optimizations: Prefix Caching

— AR 2 ST SR MBI RS,
/ p FEAANEEE (I GRPO) o, WM SRS
T Fl— S SRS B R SRiT b KV A RSs B a A,
\ TR e p— SGLang RadixAttention - vLLM Automatic Prefix Caching

reused - freshly computed

Agentic RL especially benefits from prefix caching.

In Group Rollouts (e.g., GRPO), many rollouts share the same task prompts.
» KV from past steps/history of a rollout can be reused in future steps.

SGl Radix/ ion, vLLM A ic Prefix Cachi

IR BIRER
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a

Inference Optimizations: Continuous Batching :Z%

STATIC BATCHING CONTINUOUS BATCHING

B B

Every slot waits for the longest request (B). Freed slots are refilled at the next step.

Schedule at the granularity of one decode step: finished sequences leave the batch at
once, and queued requests take their slots.

Usually accompanied with chunked prefill to avoid long prompts from causing decode
latency spikes. Alternatively, can disaggregate prefill and decode.

HEERUIL : IRt
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HEERAL(L : IEEEEAbIE,

SHEANIE . B MUBEEEFTRKANEK (B) Tk, LR SSHAYE
VESE F—ZHNFEK.

AR A—IRBIRTHEEEER: FHEREMEIETR, HBAPaEkEER
V&, ~SEMA A-D ®XFREIEK, A Bl JRREEINRIEK.

BESEGORMET, BRRKIENASEFESERRE, B—HERBTIURS
SHEEoE.

Yu &, 2022 (Orca, ERIAE)
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Inference Optimizations: Speculative Decoding

A cheap drafter guesses k tokens; the policy checks all kin one parallel pass. Rejection
sampling keeps the policy's exact distribution.

proposesk =4
Drafter Policy
e.g., MTP head ora small scores all4 in one pass
model — t1 t2 t3 t4 t1 t2 t3'

RL-SPECIFIC CATCH

The policy changes every training step, so a frozen drafter's acceptance rate decays. Train it
online with an auxiliary objective (e.g., SFT, distillation).

HERROUIE . HENR#AD

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com
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HEER(LIL . HENRERD.

(ERARIRERRIBN k NMErT, KRB —RFATIHERESEE k M. B8
KiFREARIREHISBIHD .

FCEES (/a0 MTP head g/ EUERY) 2HH k=4 ™MaJT,; REE—XMHEAXA M
TS . BPRERERT ti, ta. ta. ta, FHIESE t. t2, HEEEREXS
ts',

SEUEINFERER: RSN IGLRHBEEN, RAEIERESRZTRAT
B, PIEFR4HBNEMR (BIR0 SFT. 218) 7ELk)|I4EEeES.

Leviathan &, 2023
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Trainer Optimizations: Activation Checkpointing

Keep only each layer's input in the forward pass; recompute the layer's internals when the
backward pass reachesit.

STANDARD L1 L2 L3 L4 L5 L6

all activations all activations all activations all activations all activations all activations

CHECKPOINTED L1 L2 L3 L4 L5 L6
inputonly inputonly inputonly recomputing inputonly inputonly

backward pass: recompute one layer at a time, use it, free it

MEMORY COSsT

From every layer's activations to one input per layer, plus a
single layer's activations at a time.

Full recompute adds ~one forward pass: ® +33%
compute. Selective recompute (only attention) costs
far less.

il

H: BUERER
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G AL: BERER.

RIRTERRREES—EEAN, RATEZIXZEN, BEHTEX—ERER
P MR

FERT: L1-L6 IR ERUEENMRE. EARER: L1, L2, L3, L5, L6 {X{REE
mIN, RAEER L4 NEFMTE. RENMER—REE—E, FREEI.

RF: NMREIEENEEE, TABERTF— RN, FEEFHZIRURFEES
iHe

HERA: £EEEMEMNO—REIFETTE, HHREELEM33%; EEMEER (X
ERNE) MRS,

Chen &, 2016 (BEHRER) ; Korthikanti &, 2022 (ERMEEETES)
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WML BISH=,

. o . . B IHORAESERAG: GRPO BT, SHMEALERE, /i
Trainer Optimizations: Prefix Sharing AR EE, SAERTE R, (XERERETONRSE, )

RL batches repeat prefixes: the promptacross a GRPO group, the history across turns. Compute each SRS = = === NI YAN- AEE — = N +H+
once, forward and backward. (Counter-part to prefix caching in inference) EEHLR ENAES: SMEADBIERIREmE P AL r. rz0 ra re, 3

Z=HR AN HI—R: #2miE P 5 r-rs £F,
) ERRAERARE (FRHZ2AREEES) | (18 ID SEEMsRph
promptP —_— prompt P 117%_5&; gﬁ\ﬁj\iﬁg*%,ggﬂ:{gu Po
prompt P [ r3 } { 3 } :tt_._ 85—2> — S| =
H=427Ri7 - Snowflake ZoRRo: +327~id GRPO #tyx=, 80-95% HYiETEE
) o

SRS, AEfE, actor BiNRERZOIRE6(E.

HUSKHY - AReal-DTA: Z4g 12-bench RFHITEAE/IRISRMIRIAER]9.43(FE4E.

Tree attention mask (no attention across branches) - position IDs as in each standalone sequence - gradients from every branch accumulate into P

SHARED PROMPTS - SNOWFLAKE ZoRRo PREFIX TREES - ARealL-DTA

In long-prompt GRPO batches, 80-95% of tokens are Multi-turn t-bench rollouts compress 9.43x as ? prefix ;%Eﬁt%j:%g ( D FS) Q;KJ\EU_J_%}‘A*EEU u-'—E’\Jf‘tg?é : *ﬁﬁ%%i} | |2¥J;EE§%'H&83 1 'fil:lco
duplicate prompt tokens. Deduplicating them gives up to tree. ADFS walks one root-to-leaf path at a time: up to

6x faster actor updates. 8.31x vs dense training.

Snowflake Al Research, 2026 (ZoRRo. Arctic RL) ; Zhang &, 2026 (
AReal-DTA: #mi&fhERA, ICML)
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Parallelisms — NVIDIA NeMo Framework User Guide ﬁf)ﬂ.’: ;:F?i-'f’to

o . . EXFTHNRBTEEEXRIER (Mixture-of-Experts) : Token 214 Router [543
Optimizations: Parallelism #447RE GPU LAY Expert; EP (N=3) IS Expert 1. 2. 3,

sKkEFHIT (BA) : %5 MLP BONE W 1 VT 5FIZ4 GPU; R=fIA 4 BEkKEFHF
17. BHAIHINE, BiE. dropout HEERITHE.

ET32347: GPUO. GPU 1. GPU 2. GPU 3 RBREBEHCZH Q; KV RE
GPU ZalkeiE,

Parallelisms - NVIDIA NeMo Framework User Guide

FE / SEEES T

Expert Parallelism applied on Mixture-of-Experts. Tensor Parallelism (Intra-Layer) Context Parallelism
1=y —== =R/ \ — Al . —— D D
FTUTEEFRISD B rER/)\, EESEEAPHRE.
GPU 1 GPU1 GPU2 GPU3
S \ GPUO GPU 1
Expert 1 Expert 2 Expert 3 Expert 1 Expert 2 Expert 3 ) ' keeps its Q keeps its Q
o z ‘ g g KV blocks rotate
\ E{»xa? >ga;}§ /
Split weights W and VAT across multiple GPUs | =
v, E— T =4 / GPU 3 GPU 2
W= (W, Wy Wy W, Vv :l \ L L] ‘g Lls ﬂ_ keeps its Q keeps its Q
v
15

it Fi7t

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com SGE PDF 15 | J&Em® 15


https://www.cmu-agents.com/slides/lecture-12-rl-systems.pdf#page=15
https://docs.nvidia.com/nemo-framework/user-guide/25.02/nemotoolkit/features/parallelisms.html
https://docs.nvidia.com/nemo-framework/user-guide/25.02/nemotoolkit/features/parallelisms.html
https://docs.nvidia.com/nemo-framework/user-guide/25.02/nemotoolkit/features/parallelisms.html

CMU Al AGENTS / BhZExBBZ SR [JEPDF516/43 @

B 125 - BUFIRS
EN / SRR - (RSIRRE ZH / 0E - 55 1/1 859

GSHEERE : NERL.

. . . SENERS: [EMIE rank TEE —MIG 1 TSHEREERSY
Train-Inference Interactions: Weight Sync 2TBEKIE,

IEEINERD: & RLINEEFHZE, HI9%NSHFFAE (REEEEAS
Full Weight Sync: bf16 change) ;| REXZAED.
* Full broadcast to every inference rank. STE . SEVIERSE, LUSEUEE |2 ThE.

* 1T parameter model = ~2TB sync Mihai 5 Belilovsky (PULSE) , 2026

BT / SEEEST
* Delta Weight Sync:

* ~99% of parameters unchanged between RL weight updates bf16 change.
* Sync only the delta.

[REF “bf16 change” X—IEIMEANE XA LR, EFESIREBFHEA.

Note: Parameters need to be re-sharded for inference engine parallelism layout.

Mihai & Belilovsky (PULSE), 2026

il
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il

Train—Inference Interactions:

Rollout Routing Replay (R3)

Problem

Tiny numerical differences can select
different MoE experts.

R3 Solution

Record rollout expert choices and
replay the selections in training.

Inference engine must provide routing
decisions to training engine.

/’

Inference Engine

select (1, 4)

Rout H]:[I

3

(e]e)

input

e

Rollout
Routing
Replay

GEHEEAE . KAFITERHER (R3)

PMAFEIFEN - 3F CMU BTFIER - FERIZARC - FIAEREEE cmu-agents.com

Training Engine
(old policy)

select (1, 4)

fgr‘ Hj:h

A

LeoL ]
ut / \\

L~

Training Engine
(update policy)

select (1, 4)

A@[ﬂ:ﬂ

A

(e]0)

input

ZH / P3GEX - 5 1/1 85

GSHEERE : REHISEMER (R3) .
B MNEERTRESEIREARRFR MoE €%,

JRPDF 517 /43

R3 fERSE: ICRFRFNDPIITHIEE, FE)IERTERIXLEERE,

HETES | B A e 1455 | ZE IR RR FR IR R,
Ma £, 2025, R3, E1
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BRERERUES: KR

Agentic RL: The Sharp Bits X\

BReMEUES: KBRS
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Sequence Extension

Harness A

Append to the existing history

Turn 1 T A1 O1

Tun2 |T |A, |0, |A, |O,
Tun3 [T |A, |0, |A, |0, |A; |O;
Tund |T |A, |O, |A, |O, |A; |O; |A, |O,

T=task Ai=action

Harness B

Compact every two observations

Turn 1

Turn 2

After O,: keep T;

Turn 3

Turn 4

Which harness is better for training efficiency?

AR

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

T |(A, |O,

T (A, [O, |[A, [O,
summarize A, O, A,0,>S

T |Ss |A, |O;

T |s |A, |0, |A, |O,

Oi=observation S=compacted interaction history

JRPDF 5 19/43 @
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HATIEZR A BFTAEIEMEIIEHE. HFITESR B: BRXMNUESE—X.
T=1{E5%; A =30F O =X, S=E4ErIZEHE.

PUTEZR A: BT T, Al Oq; 28 T, A O1, Az, O2; ZIFHEHEINZE Aa,
Ou,

PFUTIEZR B: S8R O [RIREE T, B A, Os, Az, O: 255N S, FE3R(EMH
T. S. As, Os; %45/5?%2;:"2@7][] As. Os,

RN THEZRRD) I G EEE = ?
404: Sequence Extension - Tinker 34
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Sequence Extension: Training Batch

One trajectory advantage A, broadcast to every action token

Harness A: one concatenated datapoint

Token span Task A, 0, A, o, A, O, A, o,
Loss mask 0 1 0 1 0 1 0 1 0
Advantage 0 A 0 A 0 A 0 A 0
Harness B: two datapoints, both containing Task
Token span Task A1 01 A2 02 Task S A3 03 A4 04
Loss mask 0 1 0 1 0 0 0 1 0 1 0
Advantage 0 A 0 A 0 0 0 A 0 A 0

Repeated task tokens have zero direct loss, but still require context computation.

Preserve exact prefixes and concatenate for as long as practical.

5= il

AR

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com
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— SRR A TIEEISAN R,

TMﬁE’%@ A: —/l\T#T%}_E_EI’\ESGE,ﬁo iﬁlﬁﬂ%}g Task\ A1\ 01\ Azs Oz\ A3\ 03\

As. O, Loss mask: 0. 1. 0. 1. 0. 1. 0. 1. 0, Advantage: 0. A, 0. A,
0. AL 0. A 0,

HATIEZE B: BN RS, “EHES Task, F—/1 =) Task, A, 01, Az, O:
P B Task, S, As, Os, As, Oa,

Loss mask: &—1=0. 1. 0. 1. 0; &—_1=0.0_ 1. 0_ 1. 0O,
Advantage: &—//s 0. AL 0. A, 0; =4&=0. 0. A. 0. A 0,

BESNESATTREERERK, BHRFHERLTX.
RAgeREEHEENRS, AEIITEERNRETE.
it / SESEED T

RIBPRIFFSHERRERE.
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Chat Template Quirks

Popular chat templates may not satisfy the sequence extension

property.

E.g., Qwen 3/ Qwen 3.5’s default chat template removes reasoning
from past history.

turnl1 task

turn 1
thinking +

turn 2 task

don’t match!

turn1
tool call

!

harness
output

H

turn 2
thinking

I

turn 2
tool call

BN RARARAY4E TS ()R

ANETE - I CMU B5EA - EBBISTIRE - FSE#SRE cmu-agents.com
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=R AT SRR R LR,
flan, Qwen 3/ Qwen 3.5 RIEVABIRIER S M ZRIH EHRIFRHEER S,

B B18ES task. turn 1 thinking #0 turn 1 tool call; FE2EiEIREFZHA
[B5E, RET task, turn 1 tool call, HfTHEZREIH (harness output) . turn
2 thinking. turn 2 tool call, BIEFSI “"FTELED" .

No Token Left Behind: Demystifying Token-In-Token-Out in Miles
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fign, Qwen 3 / Qwen 3.5 RIBABIRIER SIS R0 SEH PR EE R .
B 188 S task. turn 1 thinking #0 turn 1 tool call; FE2%{REE task 5

Chat Template QUirkS turn 1 tool call, B HITHEZEHIH (harness output) . turn 2 thinking [0
turn 2 tool call, EFERNBESHEYIFS “FTELE"

E.g., Qwen 3/ Qwen 3.5’s default chat template removes reasoning ErelR RLIIIZHMEZRBERE SR E CRIBIRIEIRE, renderer, LMRBEFRIT IR

from past history. (5040 Tinker, PrimeRL) .

turn1 turn1
turn1 [ task H thinking ]+[ tool call ]

don’t match!

2 task + turnl harness turn 2 turn 2
turn tool call + output thinking + tool call

Agent RL training frameworks often ship with their own custom chat
template or “renderers” that preserve sequence extension

(e.g., Tinker, PrimeRL). 2

IR AR TS )RR
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R LA ARSI R E i MW HETE 5 | 2250311455 | 2RISR NI EUE?
1. T8,
Token-In, Token-out (TITO)

2. 17T,

In what format should we store and transport rollout/trajectory
data from the inference engines to the trainer engines?

1. String
2. Tokens

23

IATTHIA. 1Tt (TITO)
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Token-In, Token-out (TITO)

In what format should we store and transport rollout/trajectory
data from the inference engines to the trainer engines?
* Small, inconsistent transformations in string space can lead to

) inconsistent tokenizations between train and inference (e.g., chat
H—Strit g template adding some whitespace)

2. Tokens

* TJokenization is one-to-one, but de-tokenization is many-to-one.
Token IDs

tokenize

<\‘ He (2) llo (6)

Text

IATTHIA. 1Tt (TITO)

ANETE - I CMU B5EA - EBBISTIRE - FSE#SRE cmu-agents.com
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RILA ARSI R FHE R MRS | 2211455 | SRR AT TR
1. 755 (RERIeRirEE) . 2.8k (RERSZSIR) .

FRETEPRNEA AR, SS50)IGSHEEMERIIDIRERA—E (6
SNEIRAERF MR IIEAFFT)

DHEE—N—IRGY, BROERSX—IRGT.

Eld Text R4, Token IDs RRNATTHS,; tokenize FRRs3id,
detokenize &Rk iAl. XA Hello 13179 Hello (4) ; Hello (4) . H (1)
+ello (5) . He (2) +llo (6) . Hel (3) +lo (7) XIUMMATTRSI, K51
[5#B15EIR— N Hello,

No Token Left Behind: Demystifying Token-In-Token-Out in Miles
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Async RL

Overlap inference and weight updates. Reduces GPU idle due to very long rollouts.
Requires staleness/off-policy corrections.

] ] | I |
I S = T I [
. I I % % L I I i weights through time
o o 7
N L 1 E e T N / Optim  Optim  Optim ///
o o
I | o O :W % step 0 step 1 step 2 GPU idle
( Ld
Time " Time
Sync RL Async RL

* Co-locate Train & Inference Engines ﬁﬁcg'ﬁe%zgs between Train &
(same GPUs shared by both)
* Agentic RL is often rollout-bound
(long trajectories), so can dedicate
more GPUs to inference (e.g., 3:1
ratio)

. Reﬂuires continuous batching and
o in-flight weight-update support. -

FEEAFS

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com
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FLBUFS,

IHEESINEERESHT, NTEDEIRKRENZIEMR) GPU =R, FEHT
PRIBME / BERERRRLE.

[F RL: )55 1SS |EHE, “FHERF—4H GPU,

T RL: IGRSHEESAARE GPU, ERER RL HEZREFHITIRE] (LRI)
, EETLASHEE S BCES GPU (g0 3:1) . SEIESMMESTERINESE

e

Ex: & GPU SRERRIIEE 0-3; BBRIMIENEZ, BRirS
GPU =i#,

Pipeline RL - AReal
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BRI BT,
. . P G ti
In-flight Weight FEREETURES, LIRS IRANER.

Updates HIHE LR SGLang A4 R9RMGI: E{=4RK. Endpoint: POST /pause generation, &R
{A=FEZ mode (EEEZ) , BIAE abort; AIiE(E abort, retract, in_place,

Inference fl’ameWOI'kS have Field Description Defaults Options o i E“ . - . _
evolved to accommodate RL mode Pause mod. L T, EIEED. RIUIBE: abort AENIAIT A, S5i&E abort all Y abort endpoint #H[E;
systems needs. waiting_queue 1 running_queue FRIFHMIEERSIZENREEAT.
Modes: S (T N <~ N—— . S PR
e retract: ¥§3|ZEH paused RZ, FHIEIEITHHIERBE waiting queue; KV

Example from SG LanQ DOCS. e abort : Default behavior, identical to abort endpoint with abort_all set. %ﬁﬂ%&;%z?i, *‘ﬁ'}‘a‘igﬁi_l_%o

Pending requests from waiting_queue and running_queue will be returned

mmediatelyto the caller in_place: #&5|Z&/ paused KT, EANZIERRE. EITHRUIEREKE KV

e retract : Put engine in "paused” state. Move running requests back to waiting

Np7==4 4= gl:,‘ A
queue. KV cache can be flushed and recomputed later. ggﬁglﬁé&?ﬂ'{j' JJ:L’:E?;UEUEH ﬂUSh—CaChe Kg&m‘i°

e in_place : Put engine in “paused” state without changing states of the requests. ?Ii‘:’?@iﬁlzo Endpoint: POST /Continue_generationo

Running requests rely on availability of KV caches to continue, so any subsequent

flush_cache call will be unsuccessful.

7 FI3k8 SGLang Docs,
BT / SEERES T
HTTP 75i%. &R, FRR. KEHERFIZREBIRE.

Continue Generation

Endpoint: POST /continue_generation 26

EIRTNEEF
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SRPITIESR (FERER. L TXESRES) .

Complex Harnesses (Sub-agents, Context compaction, etc.) Recursive Agent Optimization (RAO), 2026; Recursive Language Models
(RLM), 2025

27

ERPITIER (FERER. LT XEHRS)
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System Design Choices

28
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5 REREMNITIEZR: Codex, Claude Code, OpenHands, Pi, Hermes,
Prime Agent %, SRR SIFEA]?

Harness Agnostic Design RIER: FEMTHERS BIRS A DRSS,
SHTHIERRTCRAVEL: (ERFEE / (CEIRSIEIHEE APl (
* Many popular agent harnesses: Codex, Claude Code, OpenHands, Pi, chat-completions, responses, anthropic &) — {ERFHITIEZRINTHIEN
Hermes, Prime Agent, etc. X713,

* How to support all?
* Anti-pattern: Custom rollout/environment code for each harness.

El7~: Pi{#F Responses APl, OpenHands {§f Chat Completions API, —&

ﬁ ~ =. S _\ ﬁ > -:-& ‘7 XA E
* Harness-agnostic pattern: Middleman/Proxy service that emulates inference APIs (chat- EAFEE, PEEEZHESZE, 745 rollout store (|ngI’ObS\ R3 %) &t
completions, responses, anthrop/ic_, eitci)_é_o_cgd_e_ch_ang_es_v!hfn_uEiEQ_nEvZharness géﬂ”gg\%%o 1%;&%@5@1:3—#9 Inference Service,
[ Inference Service \\ A Lightni
s N 1| Rollout Store - _ SEmE Rghu g

) 1| (logprobs, r3, etc.) I " Trainer

Pi Reg, | :
Onse |
. J SAp, 1
% : T l I
e N : I
Chat Completions . —_— Inference |
OpenHands | *" | '\ Middleman | «—— Engine I
\_ )+ N————— T/ o
) X 29
Agent Lightning

SHATIEZRRTRANRT
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Single Program Multiple Data (SPMD)

One Python program runs on every GPU rank (simplified example pseudocode below)

rank = dist.get_rank()
train = dist.new_group([0, 1, 2, 3])
infer = dist.new_group([4, 5, 6, 7])

if rank < 4:
while True:
batch = next_batch_shard(train)
forward_backward(batch, train)
optimizer.step()
publish_weights_async(train)
else:
while True:
refresh_weights_if ready(infer)
prompt = next_prompt(infer)
trace = rollout(prompt, infer)
enqueue_trajectory(trace, infer)

Coordination lives in the program running on every rank.

All ranks

Create both groups
in the same order.

Ranks 0-3: training

FSDP collectives
and optimizer updates

Ranks 4-7: inference

Tensor/Context-parallel decoding
and weight refresh

AReal versions<1.0

Straightforward with direct control of everything in a single program, but less flexible. %0

Bigfr. Z#dE (SPMD)

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

JR PDF530/43 1@

ZH / 3GEX - 5 1/1 8B

B/ Python F2FIE1TEEA GPU rank £ (LITAEHLARES) .

rank = dist.get _rank()
train = dist.new_group([0, 1, 2, 3])
infer = dist.new _group([4, 5, 6, 7])
if rank < 4:
while True:
batch = next batch shard(train)
forward _backward(batch, train)
optimizer.step()
publish weights async(train)
else:
while True:
refresh_weights_if ready(infer)
prompt = next_prompt(infer)
trace = rollout(prompt, infer)
enqueue_trajectory(trace, infer)

FRA rank: LEEIEFOIZEFNE. Rank 0-3: i)ll%, 11T FSDP collective #
UIL2EE . Rank 4-7: I8, HITHKE / E FXFHITRERSMANERIFT.

EIBIERIFEA rank LiE(TAER,

— N EFEEETIFEAN, EEM, ERIEHERR.
AReal 1.0 ZgiHIkRAS

B / SEXXEES T

POIRAE. BTN API SRER(RERIRAE,

SUE PDF 30 | J®=E 30


https://www.cmu-agents.com/slides/lecture-12-rl-systems.pdf#page=30
https://arxiv.org/abs/2505.24298

CMU Al AGENTS / BhZExBBZ SR

B 125 - BUFIRS

EN / R EHSRR - (RIFREF

Everything-as-a-service w/ Single Controller

Env / Reward Service

I l Open Reward Standard (ORS)

Tlnkertralnlng API %
Orchestrator/

Controller
Trainer Service

31

Inference Service Weight Sync Service

—YIEIRSS, ERR—ixhlss

PMAFEIFEN - 3F CMU BTFIER - FERIZARC - FIAEREEE cmu-agents.com

Illustrative service boundaries and APl examples.
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—YIERSS, (ERBR—EHsEs.

ElR=ARBAMARSSINARS APl 7=l IS / REIARSSEIE MCP 5 Agent
Service 18f5; Agent Service i#id ACP 5 Orchestrator / Controller #(5; &
15 / &EIARSS{E Open Reward Standard (ORS) ; #=HIgEI Tinker
training API 1&E# Trainer Service; Inference Service 1&id SGLang / vLLM
AP| 128, Weight Sync Service fA=iNERL.

SUE PDF 31 | R 31
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Everything-as-a-service w/ Single Controller

Env / Reward Service

Open Reward Standard (ORS) _/ / .
p °a /é o/
[« »)
T|nkertra|n|ng API \%‘1@%
Orchestrator/ X
Controller D

Trainer Service

Inference Service Weight Sync Service

—YIEIRSS, ERR—ixhlss

ANETE - I CMU B5EA - EBBISTIRE - FSE#SRE cmu-agents.com

Illustrative service boundaries and APl examples.

Separation of concerns (decoupling):

* Each of these componentsis fairly
complex and specialized.

Instead all living in the same codebase:

* Lightweight orchestrator (CPU
training loop) - researchers can
easily prototype different
algorithms without complex
dependencies.

* Project maintenance, updates
and releases don’t need to be
synchronized.

32
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UBAMERRSSIARS APl 7=f1,
KERDE () | XLWHEESEISREZEE .

SEICRERHEmIHE <8 ZKBA)
HRARALURARIEA H 1£ ﬁ'ﬁZ@Z\kﬁ @12@&

B4R, EFSRMAUELSHTT.

EhIRSESimY : Agent Service — ACP — Orchestrator / Controller; Env /
Reward Service — Open Reward Standard (ORS) ; Controller — Tinker
training APl — Trainer Service; Inference Service — SGLang / vLLM APl —
Trainer Service; Weight Sync Service,

SWiE PDF 32 | [&& 32
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Everything-as-a-service w/ Single Controller

Hosted Service (e.g., OpenReward)
or
Self-hosted

Env / Reward Service

L\ \ N
I l Open Reward Standard (ORS) 2 o’/ J\
(s ;
©

Tinkertraining API

—

Controller

Inference Service Weight Sync Service

—YIEIRSS, ERBRE—xHEs

ANETE - I CMU B5EA - EBBISTIRE - FSE#SRE cmu-agents.com

\:\-‘l m““ 4\\\7
Orchestrator/ | —m83 / \S% S

1l

Illustrative service boundaries and APl examples.

Modularity

Easy to swap a service implementation
for another one as long as the same
protocols are used for inter-service
communication.

33

JRPDF333/43 1

ZH / P3GEX - 5 1/1 85

BAAMEIRS RS APl 7R,
NG / RSB {EREEIRS (5190 OpenReward) , BR]BI1TIEE.

Bl RERSEBEEBERMN, SRS E RS ST S5 —H
SCHL,

EhIRSESimY : Agent Service — ACP — Orchestrator / Controller; Env /
Reward Service — MCP 5 Open Reward Standard (ORS) ; Controller —

Tinker training APl — Trainer Service; Inference Service — SGLang / vLLM
API; Weight Sync Service,
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Elastic Scale Up

Orchestrator /
Controller

Inference Service

SR &

PMAFEIFEN - 3F CMU BTFIER - FERIZARC - FIAEREEE cmu-agents.com

34

ZH / 3GEX - 5 1/1 8B

MY A
mAERR / I=HIRR AR EIEEERSS, —EZEANEERE.
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S,
, IRHESE / S TR IS ITEIRSS R S AL SRS MRS S
Elastic Scale Up (EFLEREET)

Orchestrator /
Controller

o T e e e e

/ Inference
Service
Controller

— e e e —

35
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SERE | BIEITE.
. URHERS / EHIREIRHIRIRSIEHIEE, HIERS T TTFARER A EZRENIT
Multi-cluster / Heterogeneous Compute Higs,
B~ 8xH100; 4xMi350,
Orchestrator /
[ Controller }
/ oo N
Controller

— e e e —

2\ 4xMi350 !

o e e e e e e e e e e R e e e e e S S e e e e

36
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Example: AstraFlow (Haizhong zhenget. al, 2026)

RaasS: Elastic - Heterogeneous - Cross Region

»

e

Data Acquisition

s
) 1 |

Trainer Pool * | Weight Manager

AstraFlow

~15]: AstraFlow

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

® Data ® Weight
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l: AstraFlow (Haizhong Zheng &, 2026) .
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RaaS: 38t - J4 - BX, XEEFEMER. BUM. M, f1T3M. EEFMIE

~
Py
1/1lo

HUERE — Trainer Pool (i)II4:88it) 5 Weight Manager (INEETESR) ; B

Bl BeRREE, BRRRNE.
AstraFlow

FE / SEXEES T

B XiEE SEMRRAIHNFEE.
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Multi-policy Training

Microservice architecture makes it easy to train multiple different
models simulataneously (e.g., for multi-agent rollouts with heterogenous policies)

\_/

AstraFlow

ZRE%x
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Online RL (Training after Deployment)

AReal.2.0 Online RL

Inference Service

Agent Service (e.g., Hermes Agent) Inference Training Service

Agent LLM API call Gateway
g —w. Train Worker 1
Controller !
base_url

" ; Router Train Worker 2
api_key -
¢ weight :

Agent Workflow model response Data Proxy 1 sync Train Worker N

service A
= =~ T

Plannin Data Proxy 2
Sandbox 2 : ——
L Data Proxy N Controller
A
execute :
Tool | memory :

Execution Inf. Worker 1

Inf. Worker2 @ -~f------ » | Trajectory
q Storage

Inf. Worker N

Online RL i ucti o .
. rsor T

* Composer (new model checkpoint from real user interaction every 5 hours) 39

Eoarit=> (EEE)
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ELRENES (BEEIG) .

El7<: Agent Service (5120 Hermes Agent) && Agent Controller; Agent
Workflow &4 Sandbox, Planning, Tool Execution #1 memory, Z&EEIT
LLM API call (base_url, api_key) i%E# AReal 2.0 Online RL, #U model
response,

AReal 2.0 Online RL &84 Inference Service (Inference Gateway. Router,
Data Proxy 1/2/N. Inf. Worker 1/2/N) . Training Service (Train Worker
1/2/N. Training Controller) #[ Trajectory Storage; #IBIRS5)4RSEZE
A weight sync service,

Cursor BU&EF=IMETEL RL: Cursor Tab; Composer (85/\iHRIEESLAFAS
BEE— R ER)

AReal 2.0, 2026
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ZFF. % LoRA i)ll%.

. . . . EZR: 8IRFITLINSEHRITLIRAIE L 0, MO IUEIT8IR GSM8K,
Multi-Tenant, Multi-LoRA Training Qwen3-4B, {EINATIE (H4R) , BFELETT Job 2, Job3, Job8; £
LoRA BEIZ~FH &1z171-8, Ef5|: Sample. Train, Weight Sync. Projected,

Eight Concurrent vs Serial Experiments Stepwise Breakdown . /NSRS B= /N /N AR A <
Stepwise Breakdown of 8x GSM8K, Qwen3-4B Runs ° 8 Concurrent runs beats Serlal 8 I #1?]51Tﬂg§uiiﬁa:8 I %’fTE{T ({E& I E{Tﬂguﬁﬁiuuﬁﬁﬁjlﬂgk) o
runs in throughput (but with . — .
. s ScoaliBaselue — i e2e t|me per run). Eﬁ\#t LORA JE?T%BEL\,LXTJE‘_UJ”%:\HE%E"JZ:E”EEFo
Multi-LoRA FZEEERHWZ: Grouped-GEMM / SGMV kernels,
Concment Fug'l * Each concurrent LoRA run can . _ o ) )
e be a different user of your SkyRL + Trajectory Labs: Multi-LoRA Training for Continual Learning,
training service. 2026; Punica: Multi-tenant LoRA Serving, 2023
concumentun? . . FE / SERENES T
e e * Requires special kernels
Grouped-GEMM/SGMV Eh SRS SRR RN T8, SEHENT.
Concurrent Run 8 kernels.
0 20 40 60 80 I }230 240 250
Time (Minutes)
. . . . . . . . . 40
SkyRI + Trajectory | abs: Multi-1 oRA Training for Continual | earning, 2026; Punica: Multi-tenant | oRA Serving, 2023
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fEnEad APLigit: 8Xi)&Gas TER— training client; &1 LoRA NERER

T| N ker {SEF— sampling client,
Pioneered multi-tenant, multi-LoRA RL training and the decoupled trainin API ZRfE: forward_backward ——UTRIFAIRFILEL, FHREMEE,;
eere enant, aining a ¢ decoupiedtraining optim_step——RIBERFMBEEFMNE,; sample—AHRRE. FlEk RL aFE

service design.
* Clean APl design:

Fia7T; save state—RFIIGHE, LUERE.

- . . 3523 T2\
* Training client per training run. FE / SRENED T
* Sampling client per LoRA weight checkpoint. . ;
ping P g P API FHE B IREIREE.
& [~ 4 ©
forward_backward optim_step sample save state
Perform a forward pass and a Update weights based on the Generate tokens for interaction, Save training progress for
backward pass, accumulating the accumulated gradient. evaluation, or RL actions. resumption.
gradient.
41
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G, BiaREg?

TR PEEEEERE

Thank you, Questions?

Next Class: Sandboxing and Credential Management

42
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Some Useful Metrics to Track/Debug

Reward / pass@1 Is the policy improving on the training tasks?

pass@k Coverage: can any of k samples solve it?

importance_weight_max Worst token ratio, e.g. T_train/ T_rollout

Average staleness How many weight versions old the data is

Metric What it tells you

Entropy How much the policy still explores
Grad norm Size of each update before clipping
Trainer MFU How well the trainer GPUs are used

Timing: rollout, update, stall,
total

([BISEER / FHidp—Liain

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

Where the wall-clock time of a step goes

Warning sign

Flat for many steps, or rising while held-out evals fall (reward
hacking)

Falls while pass@1 rises: diversity is collapsing

Sudden collapse toward 0, or a jump (degenerate text)

Spikes: mismatch or stale data; a few tokens dominate the
update

Spikes ahead of divergence; steady upward drift

Creeping up: rollouts can't keep pace with training

Drops from padding, imbalance or small microbatches

Stall > 0: the trainer is waiting on rollouts

43
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x=k: 1817 | WAHA | EEES.

Reward / pass@1: RESTEIZES LRBEHL? EE: LSS BNIEIRGF
, IR EATMEHIFNTE CGERIE) .

pass@k: BEER k MEAPEEEHA—NEERRES? B pass@1 Lk
FHit pass@k THE, RBASHEEIETERRLR.

Entropy: RESEERZRZD? E5: RARBFZEOMIE, SEATE (XAERK) .

importance weight max: &ZEiAjttbE, #ilg0 t train / _rollout, Z&:

IR EWEALECERRIE; DERTES TEH.
Grad norm: FHEIRIEREFAIAN. BE: ERERIHIRIE, SdF5m EER.

Average staleness: #HUEEEIRNERAZ M. EE: FEFNAS, Fx
KAFHIBERA i)l 145,

Trainer MFU: i)l GPU RYFIFIREE, £ EHR. [EAFHEEHEHERE /&
1HER FBE,

Timing: rollout, update, stall, total: &/ CENIETETED . Z&: stall >
0 =GR m IEFEFRERIF L,

FE / SESEES T

EREIR. SFEFASTIEERERE,
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