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RL lecture m ap ARt REEAKRR. BOEE. REEN. KEUERR. BHINEEZES.,
TRt 1iBiZ. FHTHAIARUERAT,

RL basics Today Next lecture
Sample attempts — Useful feedback Memory, parallelism,
score them — update Less waiting and execution at scale
the policy —  Stable updates -

Reliable rewards
Learning from a
teacher
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ENBE— M mIBERMMESRER, AR MER=E.
I 2 EEENIRE: TNEREL, EIRERE=. REEMER.
An RL task: ﬁXInga bug ]:/TET 1' Eﬁtl&% gﬂ ﬁﬁ%ﬁt { '_—LIHJ'f'bﬁt_'l]g@ 1%%3{113%%
IS BERFERIAAS,

def retry count(config):
return config.get("retries") or 3

We’ll train a coding agent to fix bugs, using tests to judge each attempt.

Prompt
Fix the retry setting: zero should disable retries, but the code returns three. Preserve the other IouEes: M. WA — FRHRRIL: §RK — 3, None—3; 0—0; 2— 2,
cases. Bug-fix 7°ffll - 556t : fRASEREA (XNThH) ~
Initial state: buggy code Verifier: tests T/ SEXEED T
def retry count(config): Input = expected output RIESEEFRRERE.
return config.get("retries") or 3 Missing — 3 None — 3
0—0 2—>2

Bug-fix example - Lecture 6: Coding Agents (slides)
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A successful trajectory
A trajectory Tis one attempt: the agent’s actions and the observations they produce.
ﬂ Inspect _>9 Edit _>e Test _>Q Revise _>9 Test again
Read the function Change default Run the fourtests Change thecode  Rerun the four
handling again tests
0 becomes 3 First patch One test still Revised patch All four tests
saved fails saved pass

Final reward: R(t) = 1 if all four tests pass; 0 otherwise.

— 2R LIRYH
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GREMTIZER, LIRSS REIIRIFIIRH.

K EES LEITERIHIRENIL 1. — 119 RIERRAEFRNILTS BRI

TheRL tralnlng lOOp R(v). — BT (ERRMMERIESEL.

Training repeats the loop to increase average reward over many attempts. (T A AR I S st
FHTIaH S<FTHYZ= o
= s VAR “j‘q\_ E_\ o [=Eos %" . EéA'_‘_' Ky VL \
Sample Score Update X BEE (WRESERT) | 0 2RBSH. po(t|x) REEES x BIHIE T /Y
Run the agent on tasks —s  The verifier assigns each —s  Usetherewards to
and collect trajectories T. trajectory its reward R(1). change the policy’s B¥r J(O): BRWAESS x ERVEIIZED.
parameters. J(©) = E_{t~pO(|X)}HR(T)]
. N
L Collect new attempts with the updated policy J i/ SREED I

B s/ \= = B 3
x is the task (initial state and prompt); 0 is the policy’s parameters. RESATATSRERH.

po(T | x) is the probability of trajectory T given task x.

Goal J(B): maximize average reward on task x

J(0) = Ervpy(fa) | B(7)]

(R A [E5X N
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Eiiti REINFORCE RS ERIA—IR=H SN s ER.
Rewa rd a n d th e p O li Cy u p d ate BT %ﬁt ; @Iﬁiﬂﬂiﬂéﬁﬁiﬁﬁ , R(m)=1; TE%WIZ%H*%@VFE’WE%o
K= EO—IREHEY, R(1)=0; XREHARFEET.

EXRt, oF a t BEETHE h_t 5. BEAEAIMN, n6@_t|h t) 2

Plain REINFORCE uses the final reward to weight every action in an attempt.

Successful attempt Failed attempt RSO S MERZa N ERIEEER,
All four tests pass: R(t) = 1. At least one test fails: R(t) = 0. o g S o
pam =L ) 's:R(1 28 4R SRAEEADEE B MU
Increase the likelihood of its actions. This attempt contributes no update. L PG = —R(1) 3 t log m8(a_t | h 1)
At step t, action a; follows history hy: the task, earlier actions, and observations. S ERE A BRI S (=22

Tig(a¢ | hy) is the policy’s probability of that action given the history.
FiE / SRENED T

Loss to minimize for one sampled trajectory

Leo = —R(7) ) logmg(as | he) NG SRR,
t

How can a failed attempt still provide a learning signal?

RIS RISEF
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Credit assignment and
dense feedback

Which actions deserve credit?
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HXR—MESIERESKEIR=, AEHEERH.

Comparing trajectories on the same task =l MEMASE, K R(O=1, BEHNE = K6 - B =1-0.25 =

+0.75,

Sample four attempts at the same bug-fix task, then compare their rewards. ssto .z b AN R0, EHAVE = 0 — 0.25 = —0.25,
Attempt Final tests Reward R(t) :Jer":::j‘_"’;iaig;ne =3 EO—TuhRM, &EA0, EFHME = 0 - 0.25 = -0.25,
1 All four pass ) | 095 = 40.75 Sita: EO—TRUSN, REIJ0, THNE = 0 - 0.25 = -0.25,
2 At least one fails 0 0-0.25=-0.25 FERERTEFEE: (1+0+0+0)/4 =025,

3 At least one fails 0 0-0.25=-0.25 MERMHN=R B ERmE . BRI HBRSRINE,
4 At least one fails 0 0-0.25=-0.25

Use the group average as a baseline:
(1+0+0+0)/4=0.25.

Even failed attempts now contribute: their actions get a negative weight.

FURE—(E55 LRIZ FRHNIE
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RN RIBER REIR, KT TR sEE 2B RER—iE.

Rewa rds for ind ivid ual tu rns /__]__\7'9 |§_|—1I%J:E'9W91\U_T1§Uml\ﬂ‘, ’g/l\ﬁ.]ﬂz do...ds i‘%ﬁ%ﬂﬁgﬁ‘ﬁ’ﬂ—%fﬁfﬁ
HIE A: BRZ&RKIN, R=1, fHRHINE aq, Uk B: HERKEW, R=0; BFEIHI—

f\s;l;ccessful trajectory can contain a mistake; a failed trajectory can contain a helpful ST as,
urn.

HRNEE—FINTHIFrERe R EEBER,
EORBR T LASREA]: RIS R(ESINE,

Two illustrative trajectories on the same task. Each action ay, ..., a5 represents one agent turn.

Trajectory A a

Success o Mistake a as as as R=1
Trajectory B as _
Failure o a, a; Helpful a4 as R=0

The group weight is the same for every turn in a trajectory.

Turn-level rewards could tell us which turns to reinforce within each trajectory.
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INRARBERERE, Tl A EESRIIRIRNE—SREAZE.

Jj_JEEI ho\ h1\ hzs hss h4\ hso i}]ﬂz do, d1, d2, ds., d4, ds, &Jﬁ)} r1—0\

Reward-to-go from one trajectory T e e

With only a final reward, A receives zero at each step until the task succeeds. M as THIFHE X IERIS R

3 {m] / S e
History before hs ha hs BRIF =T EHE, gl}ﬁ*ﬂi*ﬁﬁ 0+0+1=1,
Action & Az & XAMEFIREEENR Rt M hs ZSUEIRGLED.
Reward after rs=0 rs=0 re=1

Starting just before a3, how much reward remains on this trajectory?

Add the three remaining rewards, counting each equally

0+0+1=1

This sum is the reward-to-go R3: the rewards received after hs.

10
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Credit along two trajectories

B receives zero reward at every step. Compare its reward-to-go with A's.

Trajectory A o a a, as a,
Success Ro=1 Ri=1 R2=1 R3=1 R4=1

Trajectory B Ao a, a, as dz
Failure Ro=0 R1=0 R2=0 Rs:=0 R4=0

Add the remaining rewards: at every action, Rt=1on Aand R;=0 on B.

as _
Rs=1 R=1

as _
Rs=0 RS0

How can we estimate which turns helped when we only observe the final reward?

M ECER
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IRAEMNEHNITE B BUMESE he &, ERBRAIREREE b B4R,
1 o] geRYfEEenRfl, BiegmiRs508: 00 1. 0, 0. 1. 0. 0. O, 1. O,
Heh =R R4 Re=1, F9ER 3 + 10=0.3,

ME: £ v FUFME A eE S irEF1Y,
VAu(hs) = E_u[Rs | ha]

Imagine continuing ten times from B's history hs, using the same rollout policy p.

Same h; Ten possible continuations —

Reward-to-go from each continuation (illustrative) IRgEsEos A B AT TGN,

0 1 0 0 1 0 0 0 ¥ 0 T ) SESERES T

NSRBI,
Three continuations have R3 = 1. The average is 3 = 10=0.3.

Value: the average over all possible continuations under p

V#(hs) = Eu[Rs | hs]

The bar means “given hs.” Ten samples give an estimate of this average.

12
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JIl— critic, (EFRFITIRERIEND RINNELERR.

Lea rning the value function EHIFREA Ve(h), 2405 ¢. ER hs BI+PER: =4 1. €10,
# Vo(h:)=0.6, FHFFIRES [3(0.6-1)2 + 7(0.6-0)?] / 10 = 0.30,
XEAEARRETIIERAIED.3 (Fr3iRE0.21) .
5T @ B/IME; B RIRAFNITPEI S SEEFEY,

Train a critic to predict reward-to-go from the history, using squared error.

Its prediction is Vg(h), with learned parameters ¢. Reuse the ten outcomes at hs: three 1s and seven 0s.

If Vo (hs) = 0.6, its average squared error is L V() = E_t[(Vp(h t) - R t)?]
3(0.6 — 1)2 + 7(0.6 — 0)? ] ) -
10 = 0.30 SEAIREEL4 - Ranzato %, ICLR 2016 - §3.2.1 7

it / SESEED T
critic ARIERIFAMETFERS (critic) .

The best prediction for these samples is their mean, 0.3 (squared error 0.21).

Minimize over ¢; E; averages histories from sampled rollouts

Ly(9) = B[ (Vy(h) — R)’|

Squared-error baseline training - Ranzato et al.,ICLR2016 - §3.2.1 /

13
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Modeling the value function

A critic can use its own network or read the policy's hidden representation.

Separate value network Value head on policy body
History h; History h;

Policy body (part of 0)

Value network ¢ | stop-gradient

Own body and output layer .
Linear value head ¢

3 3
Prediction Vg (hy) Prediction Vg (hy)
Value loss trains the whole value network. Value loss trains only the head.
Example: InstructGPT. Example: MIXER (Ranzato et al.).

Stop-gradient blocks the value loss from updating the policy body. The policy loss still trains it.

InstructGPT - Ouyang et al., 2022 - App.C.4 / MIXER - Ranzato et al., 2016 - §3.2.1 /

IMERERIEEL T

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com
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MEIHMEss T LAERIRIZMNGS, A LASEURIBRIRREERT.

WIZMMMEMLS: B h_t = MMENS ¢ (BEERNBEARSHHE) — Ful
Vo(h_t), MEREINGEZMMEMLE, =~FI: InstructGPT,

SRESEMR EROMMESL: [HSE h_t — RESEMR (BT 6) — stop-gradient — 2t
fMEX @ = T Vo(h_t). MERERIEMES. =F]: MIXER (Ranzato F)

o

stop-gradient SR LEMEIREEMHRIEEM, RESIRENSUIGRIEER.

InstructGPT - Ouyang &, 2022 - ff§5= C.4 ~ - MIXER - Ranzato &, 2016 -
§3.2.1 ~

it / SESEED T

T2 stop-gradient EFZFRRBIFRE.
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HAMFRERIEAE. AR critic BB ERIGHUNE.
- H I B AIRIE=2: as, alfFAl Ve(h:)=0.3, Kl ra=0, ZJ5 Vp(ha)=0.6, =
One-step change in value 5040603103,

Here, rewards are zero. Compare the critic’s value before and after each action. as: FIWERT Vo(ha=0.6, 3 rs=0, ZJ5 Veo(hs)=0.4, (& 0+0.4-0.6=-0.2,

as: THIERT Vo(hs)=0.4, 3l re=0, ZJ5 Ve(he)=0.0, (& 0+0.0-0.4=-04,

Trajectory B - final three actions

a3 g as BT B E as Jo4heR, I he BHSBERFER: Ve(he) =0,
Before Vg(h3)=0.3 Before Ve(hg) =0.6 Before Ve(hs) =0.4

Reward ry=0 Reward rs=0 Reward re=0 NMERXEFFINEFEES (TD) 1RE:

Next Vg(hg) =0.6 Next Vg(hs) =0.4 Next Vg(he) =0.0 5_t =r {t+1} + V(p(h_{t+ 1) - V(.p(h_t)

0+0.6-0.3=+0.3 0+0.4-0.6=-0.2 0+0.0-0.4=-0.4

BT / SESENED T
critic IRRIBRIFAMNMEITGSS (critic)

B ends after as, so no future reward remains at hg: V¢ (hg) = 0.

Temporal-difference (TD) error, with no reward discounting

0 = re1 + Vy(hera) — Vi(he)

15
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Generalized advantage estimation

How should later errors affect the credit given to B's a3?

Trajectory B - final three actions

das ds ds
63=+0.3 64=-0.2 65=-0.4
Weight: 1 Weight: 0.5 Weight: 0.25

Choose A =0.5: each later error gets half the weight of the previous one.
Estimated advantage at as: combine the three errors

A3 =0.340.5(—0.2) + 0.25(—0.4) = 0.1

GAE repeats this backward: A; = 8; + M. At the end, no later errors remain.

GAE - Schulmanetal.,ICLR2016 /

I~ XUBET

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com
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Z IGHNRZENIMAIFARERT B iR as RSSO E?

E)'l, BE._}:_ E}J{"E ds E’\J 63:+0.3, *RE'I, da E,‘J 64:—0.2, 7“2%05, as E’\J
80s=—-0.4, 1X&0.25,

B A=0.5: BNEEREAINERT—MREN—F,
as B9fAiHEEs: A3 = 0.3 + 0.5(-0.2) + 0.25(-0.4) =

GAE LUt AXMEERNERE: A t =8 t + A {t+1), FTREE, FEBEE4L
=,

GAE - Schulman &, ICLR 2016 ~
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IERMEE (PRM) Z2IZ—LHIEME, (FANMERNERES.

A surrogate: learning value from annotations XE, 5x = 6x - 14 T x = 14, FREEHE "X = 7" IRCHER,

A process reward model (PRM) learns step correctness as a surrogate for value. Let's Verify Step by Step - Lightman <&, 2023 - &1 ~

The denominator of a fraction is 7 less than 3 times the numerator. If the fraction is equivalent to 2/5, what is the numerator of
the fraction? (Answer: |174b

() ® @ Let's call the numerator x.

() (® @ So the denominator is 3x-7.

Here, 5x = 6x — 14 implies x = 14. The annotator marks “x=7" as incorrect.
Let’s Verify Step by Step - Lightman et al., 2023 - Figure 1 /

17
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REZSRLBUFS

Synchronous and asynchronous RL

18
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MORPRIESFITER ISR, RISEFHZ BEFIA.

e TN AERRAN — SRRENS — S5, GPU 1-3 SR SHIEH 2
Waiting in synchronous RL SEES T HBERREEA .

Every trajectory in a batch must finish before the policy update starts. AReal - FU 2= 2026 -§3.2 /

Generate trajectories Update policy Waiting
GPU 1 Generate Wait Update Generate :
GPU 2 Generate Update Generate E
GPU 3 Generate Update Generate :
Time—

The next batch starts after the policy update.

AReal - Fuetal.,, 2026 - §3.2 7

19
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S5 RL RVFREAIE T RS S 25t A B s B I B AT AR SR A B

1 AJial7~x=: Rollout GPU 1, 2 #F%&4Rk; Learner GPU #47 Update 1.
Overlapping rollouts and updates Update 2.

Async RL lets rollout workers keep generating while the learner updates from completed 4T Es et vt g o
trajectories. A — L B R ISR E R AR A HOSERE,
AReal - Fu %, 2026 -84.1 ~

Generate trajectories Update policy
Rollout GPU 1 Generate Generate Generate :
Rollout GPU 2 Generate Generate Generate E
Learner GPU Update 1 Update 2 !
Time—

Some completed trajectories now come from an earlier policy version.

AReal - Fuetal.,, 2026 - §4.1

20

BEPITRFEIUTAEF

AAETIEX - I CMU BHIEA - IEEIRIARIE - FUARHKES cmu-agents.com Mg PDF 20 | i 20


https://www.cmu-agents.com/slides/lecture-11-rl-advanced.pdf#page=20
https://arxiv.org/abs/2505.24298

CMU Al AGENTS / HZE3J8BZ S kR JE PDF %21 /58 TR
% 11 i# - B fattEzITE

EN / R EHSRR - (RIFREF ZH / P3GEX - 5 1/1 85
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Stable policy updates
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Rollouts from an older policy
A rollout can finish after the learner has updated to a newer policy.

Rollout policy u  mm Learner policy m6

- o040
Check None explicitly
040
Use get(..., 3) 020
Keep the original code EE—CEC
K: sampled the recorded edit. 10: is being updated now.

The rollout is stale: its actions came from p, while the learner uses m0.

22
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JR PDF 5522 /58 T@

ZH / 3GEX - 5 1/1 8B

FIREHABFRREE, EEREMTMII 88T NIFehk.

SEAERHS u 53 EE5RE 0 FUMEERRIER: BEFBHEE None: p=0.40, m6=0.70
; M8 get(.., 3): p=0.40, m6=0.20; {REE/FRIHEAI: p=0.20, m6=0.10,

M R TICRTFRIRE. 16 IEEEH.
IZRIFHUDEARRIE: HPREERE v, MFI2ESm0ER no,
FE / SEEES T

TR, R RIS R,
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EEERE h T, RIEFE a FESRIRES FRORTEENE, XK FEFINN,

: HEEEBSE h T
Importance Sampllng E_{a~mO}[R(a)] = E_{a~u}[(mO(alh) / p(alh)) R(a)]
gt(:)iai;‘;xed history h, reweight a sampled action a by how likely it is under the current ERaRiE: (T HSEReE=0.40, aTEHEEE<0.70 AV 0.70 / 0.40 = 1.75.
| FoSRIE: (TRAEEEER040, SATRIHEE0.20, 58 020 /0,40 = 0,50,
ARG rola | B UG, R(@) EXMAE a BERIKSLLH.
Barm [ R(2)] = B [WR(“)] B / SEEREST
NTERERE,
Correct edit Incomplete edit
Behavior: 0.40 Behavior: 0.40
Current: 0.70 Current: 0.20
Weight: 0.70 / 0.40 = 1.75 Weight: 0.20 / 0.40 = 0.50

R(a) is the final reward after taking action a in this example.

23
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Long trajectories and stale data

The whole-trajectory ratio w multiplies local mismatches along an agent interaction.

Action a_t follows history h_t; environment dynamics are unchanged

po(T | ) mo(a | hy)
wir|z) =22 T2
pu(7 | @) 1:[ plat | hy)
1.05 1.05"%° =~ 132 High variance
One action ratio —  Product alonga — Afew samples can
trajectory dominate

CTPO - Zhangetal., 2026 - §3.2 /

RIVE SR BEE

PMAFEIFEN - 3F CMU BTFIER - FERIZARC - FIAEREEE cmu-agents.com
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BEMITRILER w SIS E R EITIE T BEBAILE R SRR,

o a_t &R E h_t; INEIRIFAE.
w(t|x) = pO(t|x) / pu(t|x) = [1_t [mO(a_t|h t) / p(a_t/h t)]

/R PDF 55 24 /58 T@

BEANEIELEER)91.05 — i6—FRHIDESR: 1.051° ~ 132 » FHE: DR

REESEH.

CTPO - Zhang &, 2026 -83.2 ~
BT / SRENES T
RIFTERERIE,
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SR p_t M cum BERNFTT t IR FLEERESR.

ElZ=: 5510028, log p_t*cum RISZEREIMA iR TAIEIEN; H5H/9NmM AiE

Mismatch grows along a response JTAIE t (0-5,000) , 4 std(log p_tAcum) (0-#£93) . B HIAH oVt

The cumulative ratio oY multiplies action ratios through token t. (6=0.0387) ; +20% SBEl; &tnEE std(log p_t cum), EFiFiRH
Var(log p tAcum) = to?, #&EZIE: 0. 1000, 2000, 3000, 4000, 5000;
Variance growth of log ps™ vs. position (step 100) Q}Aiﬂiz”rg 00\ 05\ 10\ 15\ 20\ 25\ 300
—— Fitted 6V (6=0.0387)
ofiem sowee FEEFI T EAOSERAD T, BSOS, EaTmeEEA,
7 CTPO - Zhang &, 2026 -E1 ~
5 20-
5 BT / SEERES T
% 1.54
@ YNHRIRIEE 2.7, RERAERER,
1.0 4
o
g
o
0.5 "f Var(log pf'™) = to?
0.0 T T T T T
0 1,000 2,000 3,000 4,000 5,000

Token position within response t

Its spread grows at later positions in tool-using math rollouts.

CTPO - Zhangetal., 2026 - Fig.1 .
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Earlier actions change later histories

The current policy may rarely reach a history that the rollout policy visited.

Earlier edit Recorded history Next action

The code now has that - Run tests
check

Add a None check —

M:40% m0: 10% M:50% m0:50%

The next-action ratio is 1, but reaching this history is 0.10 / 0.40 = 0.25 as likely.

CTPO - Zhangetal., 2026 - §3.1 /

9 Y R S S
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SRR A RE R BNIA R RIEEHIENTRIA .

RERRIE: 0 None 108 — iICRAVASE : ABIEEEZRE — T—fF
o = 1

REBMIEHER: u=40%, m0=10%; T—aFfZ: u=50%, n6=50%.,
T—ahfERSEEERA1, (BRXIZHERTAEERAE 0.10 / 0.40 = 0.25,
CTPO - Zhang &, 2026 -8§3.1 ~
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Which actions enter the weight?

For a response with T actions, p;is the probability ratio for action t. Methods use
different parts of the response.

Method Recorded actions — Weight uses

PPO / GRPO Y a; A& | Aw1 AT Current action

CTPO o a, a; A1 A1 Actions through t
Full ratio a, a A& | Aw A All actions

GSPO o a, a; A1 | A1 All, length-normalized

DAPO and CISPO also use the current-action ratio; their clipping rules differ.
CTPO - Zhangetal., 2026 - Table1 ”# DAPO - Yuetal, 2025 ~ CISPO - MiniMax-M1, 2025 /

27
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NTFE T AIERIRLNL, p_t 2aMF t ABIERIER, FRZEERBAPRYARREER

e

PPO / GRPO: iBR&E ao. a:. a_t. a_{t+1}..a {T-1}; NERFERAZSFIE.
CTPO: EEREZE t HIZNE.

SSEELVER: N EEFRLEBEIE.

GSPO: INEFALENE, FHEKEF—L,

DAPO 5 CISPO tB{£F=RIEELLE, (BREMNIAE.

CTPO - Zhang &, 2026 - &1 » - DAPO - Yu &, 2025 ~ - CISPO -
MiniMax-M1, 2025 ~
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Clipping policy updates
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BRIBRUSRAE TR SERISIR KRR, (F D EFAES—IREH.
B E3kiE: Aditya Soni ~

Why limit an update?
Stale rollouts can get large weights, letting a few samples dominate an update.

ppo_actor/ppo_actor/update/importance_weight/max

— max_off_policyness=1 max_off_policyness =3
1200
1000
800
600
400

200

/
SO P, |\ AN Py o 7 O YN AN
0 5 10 15 20 25 30 35 40 45 50 55 60 65 70 5

Step

Image Credit: Aditya Soni
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XEB, B eMFERRAERKAYETT u t; u <t BREZEIRNLETI.
—NNEAERITTAIELER: p t = mO(u t|u <t) / p(u_t|u_ <t),
HEME: L ATR, u BER; ct=clip(p_t i u).

EZRE clipped value ¢ t ¥d ratio p t BIREK: {KF FFRAYEX {=0.8, 5T LR
o (us | u<y) RN u=1.2, AEIX[EHRIFRECE,

p(uy | uey) PPO - Schulman £, 2017 ~ - CISPO - MiniMax-M1, 2025 ~

Clipping a probability ratio
The clip function replaces a ratio outside the chosen bounds with the nearest bound.

Here each action is a generated token ug; u< is its earlier context.

Ratio for one sampled token

Clipped value: 2is lower, u is upper . .
PP PP . T/ SEBEST
¢ = clip(pt, £, u)

NI SIREIREE,
clipped value c;
1.2

08 /

£=0.8 u=1.2 ratio p.
PPO - Schulmanetal.,2017 / CISPO - MiniMax-M1, 2025 /
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PPO % c_t MAR/IMEIZEE; CISPO FEIFARIENE.

PPO and CISPO policy objectives FRBHBILLEE: C t = clip(e_t ¢ u.

puUts C¢ InSide a minimum,; uses It as arixea weignt. J_PPO(G) _ E_t[m|n(p_t A_t, C_t A_t)]

Shared clipped ratio BEE XA CISPO REEBTR:
ct = clip(pt, £, u) ) CISPO(B) = E_t[sg(c_t) A tlog mB(u_t | u_<t)]

E_t SEREHATTECE; A t fHATTREHRE. sg FEHEETEPERE c t.
PPO policy objective to maximize BER/IMLASREA -J.

Jppo(0) = E¢ |min( pr Ay, c; A
pro(0) t[mm(pt & t)] PPO - Schulman £, 2017 - CISPO - MiniMax-M1, 2025 ~

CISPO policy objective to maximize FE / SREED T
Jaispo(68) = By sg(ci) Arlog m(us | u<)] AR RBRE.

E; averages sampled tokens; A; estimates whether a token helped. sg holds c; fixed for gradients. A loss to
minimize is —J.

PPO - Schulmanetal., 2017 / CISPO - MiniMax-M1, 2025 ~ .

PPO 5 CISPO B955ER BiR

AAETIEX - I CMU BHIEA - IEEIRIARIE - FUARHKES cmu-agents.com Mg POF 31 | I 31


https://www.cmu-agents.com/slides/lecture-11-rl-advanced.pdf#page=31
https://arxiv.org/abs/1707.06347
https://arxiv.org/abs/2506.13585

CMU Al AGENTS / thiExBBZ Sk J&E PDF %532 /58 @
£ 111 - SN a B =EzI&EE
EN / ZEXERRR - (RFEE ZH / ®3OFEX - 5 1/1 89

PPO {Z1E3RNEE EFRAIELER EF, tEIERMET TRRAIELERTE.
IE%5 A=+1: tERET EREAFEAEIIME. RiE A=-1: IEET TR

, o [ [ ]
PPO’s clipped objective S
PPO stops rewarding increases above the cap and decreases below the floor. NEEENEE, SEEEST 1+ FHEILEMNRE, WhRBEAIE, SR
Positive advantage: A= +1 Negative advantage: A=-1 8T 1-¢ BHMELEEENNZER.

AEH =0.2, EHERE.

/ \ M#%E PPO - Schulman 2, 2017 - &1 ~

1.2 ratio 0.8 ratio

No extra gain above the cap No extra gain below the floor

For a helpful action, stop rewarding a ratio above For an unhelpful action, stop rewarding a ratio
l+e. below 1 -¢.

In this plot, € = 0.2 is the clipping margin.

Adapted from PPO - Schulman et al., 2017 - Figurel / .

PPO BY&EHR

AAEIEY - I CMU EFIEA - FBEHCTIRE - FUSIRASRE cmu-agents.com A O R || LB e


https://www.cmu-agents.com/slides/lecture-11-rl-advanced.pdf#page=32
https://arxiv.org/abs/1707.06347

CMU Al AGENTS / HZE3J8BZ S kR & PDF 8533 /58 @
% 11 i# - B fattEzITE

EN / X ERLRR - (RIFEH ZH / ®3OFEX - 5 1/1 89

KL &S =B RIE RE EESE R NI,
HEEETRREBR: max 0 policy - B D KL(mO Il 1_ref),
SRIFERIE u: ERGIGHNR, FHEHERMECRPIDE,
SEEE 1_ref: (FAERRSERE, HRBFINSE,

Policy objective with a reference penalty J policy 2%BEB%R;, D KLEHESHES,; P IEFIESRRE,
mGaX Jpolicy - ﬁ Dkt (ﬂ-eHﬂ-mf) ) j

Reference-model KL

A KL penalty discourages the policy from drifting far from a fixed reference model.

DeepSeekMath - Shao &, 2024 - GRPO B#xr
FE / SESERED T

Rollout policy pt Reference model 1t o ‘
HEFSSLEREIRE,

Generates the training batch and Stays fixed as an anchor while the policy

supplies the denominator in importance learns.

ratios.

Jpolicy is the policy objective; Dx,. measures distribution difference; 8 sets the penalty strength.

DeepSeekMath - Shao et al., 2024 - GRPO objective / .
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ERM=EHE R N —ETo .

R AIRISREEBR: max 6 ) policy + a H(TO),
H BE& T —aTAREN: o EHIRMERE.
B RIS A e B B e iA=L EN (.

Policy objective with an entropy bonus (BRI EX LT e
mgxx Jpolicy + « H(T"G)

Entropy for exploration

An entropy bonus rewards a broader next-token distribution.

Proximal Policy Optimization - Schulman &, 2017 - §5 ~

H measures next-token uncertainty; a sets the bonus strength.

m A broader distribution can help the agent try other actions.

= |t does not guarantee that those actions will be useful.

Proximal Policy Optimization - Schulman et al., 2017 - §5 / .
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A summary of popular algorithms

Compare how each method assigns credit, weights sampled tokens, and limits updates.

Algorithm
REINFORCE
PPO

GRPO

CISPO

GSPO

DAPO

Weight from reward
Reward-to-go R¢
GAE from a critic
Group comparison

Group comparison

Group comparison

Group comparison

Learned
critic?

No

Yes

No

No

No

No

Importance ratio
None: fresh rollouts
Current token p¢
Current token p¢
Current token py

Whole response,
length-normalized

Current token p¢

Clipping

None

Minimum of raw and
clipped terms

Same as PPO

Clipped ratio as a fixed
weight

PPO minimum, on the
response ratio

PPO minimum;
higher upper bound

Group comparison: subtract the group’s mean reward, then divide by its reward spread.

PPO ~ GRPO ~ CISPO ~ GSPO /

DAPO /

BWEEME

PMAFEIFEN - 3F CMU BTFIER - FERIZARC - FIAEREEE cmu-agents.com
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PERE TS RANA D EER. ARERTIMGHREES. =k Bk | RIFHEHEL
NE | EEEAFIFENEMERE (critic) ? | EEMER

REINFORCE: 24aiR R t; &; ANMEALLER, REBSFTRENT, A&,

PPO: HINMEITHEE (critic) iTE GAE; 2; Xanait p_t; BRIRISHEIN
BIER/IME.

GRPO: AARLKE:; &; HA\nasc p_t; 5 PPO #HE.
CISPO: AALKE:; &; HENATT p_t; BRELERIEABEENE.

GSPO: HAWLLE:; &, BFRWNALLE, RIKEIF—, MttZRER PPO
&/ME.,

DAPO: HALKER; &; Handi p_t; PPO &x/IMVE, ERKRSHILER.
HARLLER: SomEERFIORE, BRI EEERE.
PPO ~ - GRPO ~ - CISPO ~ - GSPO ~ - DAPO ~

=1
3o

SUE PDF 35 | &= 35


https://www.cmu-agents.com/slides/lecture-11-rl-advanced.pdf#page=35
https://arxiv.org/abs/1707.06347
https://arxiv.org/abs/2402.03300
https://arxiv.org/abs/2506.13585
https://arxiv.org/abs/2507.18071
https://arxiv.org/abs/2503.14476

CMU Al AGENTS / HZE3J8BZ S kR & PDF 55 36 /58 T@
% 11 i# - B fattEzITE

EN / R EHSRR - (RIFREF ZH / P3GEX - 5 1/1 85

ESIEESRMATSERE

Task selection and
reward reliability

36
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Uninformative rollout groups

Sample four trajectories per task. Each group below shows their final rewards.

All attempts failed Mixed outcomes All attempts passed

0)(0,(0)(0 0 1 0 1 1 1 1 1

Mean reward: 1
Subtract the mean:

0,0,0,0

Mean reward: 0.5
Subtract the mean:

-0.5,+0.5,-0.5, +0.5

Mean reward: 0
Subtract the mean:

0,0,0,0

Recall group advantages: subtract the group's mean reward. Equal rewards all become zero.

An all-zero group gives no outcome comparison. Why did every trajectory fail?

37
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BIMESFENRIIT, SETHEHEIRIREXERH.
£ERRM: 0, 0. 0. 0; FHYRMEIO; mEFYER0. 0. 0. O,

ZERBE: 0. 1. 0. 1; J9E0.5; WEFIERF-0.5. +0.5. -0.5,
+0.5,

EEREE: 1. 10 10 1; FHIRE,; REFYERA0. 0. 0. O,
[EERERME: BEEARFIIRE. RMEEHNIE, HEABERZME.
ETHTERER, M AEFNTERE T ?
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FRMENTAIRFER: 0. 0. 0. 0, RENITER, THEERETHA.
IWIFERRE . BIWRARIRERIEE, MEERMEMATUL.
SHIRES]: REUNJREIAARERER(ESS. B REARYE eGSR,

Why did every trajectory fail?

Four failed trajectories give the same rewards: 0, 0, 0, 0. Inspect what happened before

choosing a remedy. RZRER: A=A EER—FMEE. RENTZRREFEER.
Verifier quality Current capability Lack of exploration
A valid solution might be The model may not yet be All attempts may repeat the
rejected. able to solve the task. same approach.
Check: the requirements and Check: whether stronger- Check: whether the
failed tests. model demonstrations trajectories differ.
succeed.
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EIEHEEEIRES. XMEEAESFEFTEERAHIH.
Rk —3v; None—3v; 0—0v; 22V,
(&i%1T0: PUfpiE/RERER, {(BCICABAE.

ISUFSEHIN : EsRKIETRHIIGSIE “value is None” , (&% AEDREXNIIE,
EIL#RHEAE,

False negatives in the verifier

Return to the bug-fix task. This candidate produces every required output.

Missing = 3 v None =3V
XEERAMY: BXEREMIESE, NGEITH, MAHBARIEEERE,
0—-0v 222V
FBXAESS / MiEEE: SWE-bench Verified - 2024 ~
Candidate behavior Verifier rule
All four cases are correct. Require the exact phrase

Its implementation uses different source value is None}

code. The candidate lacks it: reject.

TEig is a false negative: a valid solution is rejected. Check behavior instead of an incidental wording
choice.

Related task/test review: SWE-bench Verified - 2024 7 .

SE=SHIRRFRIE
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Result of false negatives

Reward noise
Fitting to spurious changes in the output.
Equivalent solutions receive different rewards because of wording or implementation details.

Benchmark saturation
Scores can flatten below 100% when the evaluator rejects valid solutions.

Benchmark Plateau / limit Evidence from the audit

Progress slowed near 80.9%; many remaining

i e ~R10
SWE-bench Verified 81% failures had flawed tests.

T-bench Airline =~ T70% Inconsistent tasks limited achievable scores.
T-bench Retail 2~92% Annotation errors limited achievable scores.

Historical versions, audited in 2025-26. These are reported plateaus or limits; T-bench has since corrected the tasks.

SWE-bench audit - OpenAl, Feb. 2026 / SABER - Cuadronetal., 2025 - §5.1 / t-bench fixes - Feb. 2026 /

{FRBEMERIEER
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RHER : BRI SEEFRIMEREN. SR ISR R EIRNETARE
TSR EIRED.

N THERERE AR, SEATESERT100%9ME S,

SWE-bench Verified: SF&HEIZ981%; HEMES0.9%MNIAME, =it AINFESHE
REMREETRFEATILL,

T-bench Airline: SE&HBA70%; (EEZA—HPRH TaHADEL.
T-bench Retail: FEEHIA92%; tREEiRRE] T ENASEL

XUEFHRA, BT E92025-265, FIHIEIREFEES AR LR ;
T-bench ILLEEIEIERXES.

SWE-bench it - OpenAl, 20265F2H ~ - SABER - Cuadron %, 2025 - §5.1
7 - 1-bench {88 - 2026528 ~
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RIHESERAE, BRRIIZRRRIGE retries=0,

def retry_count(config):

False positives and reward hacking

return O

Keep the same task requirements, but suppose training tests only the input retries=0. B EEE. ISR SRS BT,

def retry count(config): AT BINO: ESREHO, IRYERHO v. MIAGRE / None: ZSREH3, IREEMHO X,

retun 0 The one tested case passes. AR ey (a0
Candidate: always return zero. Reward: 1 RS RETRERE. 4RI eF A X —IFwiRE.
it / SEENES T

Input Required output Candidate output RID SRS = (R EkE,

0 0 0v

Missing / None 3 0x

2 2 0x

A false positive rewards an invalid solution. Training can learn to exploit this gap.
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BIERANEARRIER, BaseERINREDE.

INRRIRHEERRIGIE — £ EERE AR,

INGPIRM Git i (BERFER) — HEHERREIERES.
INGPIRIMREL APl key — ERB— 1 BEsRAVMRESREES S80I 45805,

Reward hacking in coding agents

A passing score can come from a shortcut that the benchmark was meant to exclude.

Available in the environment Shortcut
: : : : IMRHRAENNEIE TRRANAEAER — iEUREE, MMESHER.
Internet access — Find the published solution online.
Git history, including future BICRRY APl 7=ffl: PostTrainBench BgeMERITED key &pki)I&EuE, RELR
commits ’ Find and copy the later bug fix. FENTEEE | FiREAH,
A model API ke _, Calladifferent, stronger model for answers or FIFAMIA. Git Silllial - MAI-Thinking-1-§3.3.1, 534300 ~ - APl il -
y training data. PostTrainBench - §5.4, [E7 ~

Access to tests or the test

— Make the tests pass without fixing the bug.
runner

Documented APl example: a PostTrainBench agent used a grading key to generate training data, despite an
explicit restriction.

Web, Git, and test exploits - MAI-Thinking-1 - §3.3.1, p.43 / APl misuse - PostTrainBench - §5.4, Fig.7 / "
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BRI T IREIIGRET, BNmEKRHRET T —I0,

Ind epend ent Ch ecks Of progress Y2532 : #&E)|I53aIEss ERIRIN.

. IR RN AR ERIE ARSI SRS RS R RAY1T /9.
The constant-zero patch earned training reward 1, but passed only one of the four
required cases. BASKM: wETBFEA. BRREMNESHE.

SNSRI EFrs iR A NE, MGENITREE T,

Training reward Independent success Costs and failures

Measures success on the Check unseen tasks and Inspect tool calls,

training verifier behavior the training regressions, and repeated
verifier missed actions

If reward rises without independent improvement, inspect trajectories for shortcuts.
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DAPO: dynamic sampling

Identical rewards give zero group advantages. DAPO keeps mixed groups and samples
until the batch is full.

Sample four trajectories per task

Training batch
Each circle is a reward: 0 = failure, 1 = success. g

Example target: 2 groups

Task A 0)(0)(0)(0 Skip‘group 2 /2 groups collected
Identical rewards
Task B 0)(1)(0)(1
Task B 0)(1)(0)(1 ngpgroup —
Mixed rewards
Skip group Task D 0)(0)(1)(0

Task C LYACTAC VAL Identical rewards

Batch full = update the policy

Task D 0 (01 (0o Keep group

New group Mixed rewards

Keep every trajectory in a mixed group, including its failures.

DAPO - Yu et al., 2025 - § 3.2 Dynamic Sampling

44
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HRRMETEZTHNSE., DAPO (REBERESHIMTH, FHFERFEEHUXIE
iP5
BMESFRELFNIE, SMREBRRRE: 0=KK, 1=p11.

Task A: 0. 0, 0. 0, BtiTiZzH (&RHERE]) . TaskB: 0, 1. 0, 1, {REBi%AH
(EMRE) . TaskC: 1. 1. 1. 1, BTz (ER) . Task D: 0, O,
1. 0, (RBBIZE (RMES,; {FAMERE) .

NIRRT BIBR/92E: BIE2/24H, 85 Task B 5 Task D BRI, #LIRIE
iw — BEHTRIE.

RERSEPIESFENT, SEENELE,
DAPO - Yu &, 2025 - §3.2 Dynamic Sampling ~
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B0 R—THEIRE: EeEMIIRl, NHERHEVN &,

Par-tial and auxiliary rewards EUESS: BYEEMAIGE, SEE—IE, BIN0.253&H,
E—EF LUK T, T, To. Ta: BIIREHRSHI/0/4. 1/4. 2/4. 1/4,
pRZNRM /30, 0. 0. 0; EZEIE0RZIAH0, 0. 0. 0.

BINAED + B3 0. 0.25. 0.50, 0.25, REEIE0.25fF: -0.25. 0.

Partial credit is an auxiliary reward: extra feedback for progress before full success.

Illustrative task: pass all 4 checks. Add 0.25 reward per check passed.

Four trajectories on the same task T T2 T3 T4 +0.25. 0,

Checks passed o/4 L4 214 L4 BHEATRE, TURSBEAREM RIS BESER,
Success reward 0 0 0 0

Subtract the mean: 0 0 0 0 0

Success + partial reward 0 0.25 0.50 0.25

Subtract the mean: 0.25 -0.25 0 +0.25 0

Different partial scores can reduce zero-advantage groups and batches.
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RENREF IR MRED, AR BUHES R,

1 ili FERT R BRtERTE. ZimR: —MEREFRECRINIRTEERMNS .
Risks OfaUXIIIary rewards LhR(T79: GPT-5.1 EXEsssitH=mR, HRERECERY.

FHATT/9: iE&RY "Nerdy” 8. XfR[MA: €2 "goblin” 5 "gremlin” B
Intended behavior What the reward favored Observed behavior tbmiEnEE. EhRMTA: EYmEEEER, BEERABRRBREILE.

The model may learn to increase the added reward without improving the task.

Calculator hacking - OpenAl, 20255128 ~ - Where the goblins came

Useful tool use A bug gave credit for GPT-5.1 used the browser as a from - OpenAl, 20264E48 ~

superficial web-tool calls.  calculator and acted as though it
had searched.

A playful “Nerdy”  Metaphors with “goblin” Creature metaphors became
persona or “gremlin” received more common, including without
higher scores. the persona prompt.

Calculator hacking - OpenAl, Dec. 2025 /  Where the goblins came from - OpenAl, Apr. 2026 /
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E—PRERET, IGSEE=1"rT8EaFRIMZR.

1 IR — IRSEAS: Action A, 0.20 — 0.01; Action B, 0.60 — 0.98;
Exploratlon Couapse Action C, 0.20 — 0.01,

At one history, training changes the probabilities of three possible actions. DI7E PG EAEPAMIE B, EIHAR/ 22t S AT

Farlierpolicy  m Laterpolicy LRSI, FEREIRAFEER.

. EECET)
Action A Jo.01 DAPO - Yu &, 2025 - &RESIEEEES ~

. o060
Action B

0.98
Action C 020/
fo.01

= Almost every sample now chooses B, so alternatives are rarely tried.

= An entropy bonus encourages alternatives; check whether trajectories differ.

DAPO - Yu etal., 2025 - exploration and entropy collapse /
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Learning from a teacher

Distillation: match a teacher's action probabilities

48
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SERRIRONIE, SUTERATLIRGEBHRESS.
T SRR — RS,

Curricula and warm starts
: : : AIEIESS: GBI ERTRERTIIRYESS.
When the student rarely succeeds, a teacher can provide successful trajectories to learn
from. FERES: MERIUHSIEINEE—FEFS.
BERRHMESHEEENY 1%, FRBETRNEGEHT,
Demonstrations Learnable tasks Harder tasks
First learn from —s  Practice tasks where —s Increase difficulty as
successful solutions the model sometimes the model improves
A warm start succeeds A curriculum

Keep earlier tasks in the mix, and use a fixed evaluation set to measure improvement.
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Distillation

Train a student to match a teacher’s action probabilities on a fixed set of trajectories.

Saved trajectory from the teacher

hs

ho dg h]_ a; ™ h2 a
next action here

At this saved history, the teacher assigns 80% to a3z and 20% to the other action. Call
this distribution q(- | h3).

When the student acts, its own mistakes can lead to histories missing from this training set.

Knowledge distillation - Hinton et al., 2015 - §2 / Distillation for language models - Agarwal et al., 2024 - §3 7

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com
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FE—EERRIT ISR GRS TR TR,
SUTRZEIHIT: ho — a0 — hy — a1 — h2 = 2 — hs (FELAMERE F—EHME) .

TEXERIFEAIASE, M as DEBOWHIR, BB — N eFEHER0%. ity

FEXRNMER, BEERTEEABEIRIGEFRE2RIHE.

Knowledge distillation - Hinton &, 2015 - §2 ~ - Distillation for language
models - Agarwal &, 2024 - §3 ~
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LFERBIA R IIZRE SR, B SR Em#mRELEKRBins .
?EEE)LJ"LJ‘ B J:;Tédi ho—a—hi—ai—h—a—hs (Zj_:ltb%]\i}:%—lz_ﬂ\

On-policy distillation

fE) .
lI;(iestt’(c)F;ieeztudent generate the training histories, then ask the teacher for targets at those A RNKIXES SR, TEETERRA: as BIEZR80%, B—ANERGHEZR20%,
IGFELRXEMER, "ERE" RIOXEHERBEFEB CRIRENIL.
Student rollout on trajectory B On-Policy Distillation of Language Models - Agarwal &, ICLR 2024 ~
ho dop h]_ a; hz a, h3

next action here

Example teacher targets at this student history: 80% for a3 and 20% for the other
action.

Train the student to match these probabilities. “On-policy” means the histories came from the student's
own rollouts.

On-Policy Distillation of Language Models - Agarwal et al., ICLR 2024 ~
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EE— hs &, RIRFEXNFHA M ED EEEREE,

1cti 1 1 1 —z 3R AT 0 XJ as FOEMEENER5I90.5. 0.5; H q 4%590.8,
A dense dlstlllatlon ObjeCtlve (_)FZ SIEREER . SHRES nO XT as FIEMEEN{ER B9 #m q 25179
At the same h3, suppose the student assigns equal probability to the two actions. o KL BT RIRES (ERAEATED 05 10g(0.5/0.8) + 0.5 10g(0.5/0.2) ~
Next-action probabilities as Other action e
Student g 05 0 SRS (5% d_p) i KL ZREEY, RESIML:
L OPD = E {h~d_p}[D KLmO(-|h) Il q(-|h))]
Teacher q 0.8 0.2

GKD - Agarwal £, ICLR 2024 - BEi%kiz

Reverse KL measures probability mismatch (natural logarithms) BT ) SESERRSTT

0.510g(0.5/0.8) 4 0.510g(0.5/0.2) ~ 0.223
8(0.5/0.8) 2(05/0.2) AEZERBIRE,

Average this KL mismatch over student histories (distribution d,), then minimize:

Lopp = En~d, [Dxr(mo(- | h)llg(- | h))]

GKD - Agarwal etal., ICLR 2024 - choice of divergence /
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BRI AT LAB BMER 4 B SRR R HREEFINBE RS 1.
ﬁi&iﬂm B J:%Tédi ho— a—hi—ai—h2—a— hs (Eﬂ:b%iﬁ}:%—lz_/l\

On-policy self-distillation

fE) .
A verified solution can help a teacher give better targets at the student's own history. Bt ) - (ERSHE he, KT EEEESSHEE. BILE SR,
Student rollout on trajectory B OPSD {E R CtatR BRI — D ARSI A E AU, M N —aFRIER S ZR—F
FFII&F4E,
h > h > g > hs -
0 a0 1 a1 2 az . . Self-Distilled Reasoner - Zhao &, 2026 - OPSD ~
ext action here
Student input Teacher input
The task and history hs. The same task and history,

plus a verified solution.

OPSD uses a frozen copy of the starting model as teacher. Its next-action probabilities train the student
as before.

Self-Distilled Reasoner - Zhao et al., 2026 - OPSD /
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Zie

Conclusion
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BRRIR: ERERE. MEHMhGREIERE D EERA.
ISERVERRT: THHTARES, EHEIIIRERIRIDERE.

RL takeaways
BIEERVEREED: DLEC(ESSHERE, FHSUESCRRBERAYT,
Useful feedback Stable updates Reliable rewards
Use group comparisons, a Know the behavior policy; Match task difficulty and
critic, or process rewards control how strongly verify the behavior you
to assign credit. samples change the actually want.
model.
BUFIER
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Questions?

Next Class: RL Systems
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Notation: the rollout x. T. T: {155, SREED; TEsE.
ht at: $EtENFESR,; ZEBOE.

Symbol Meaning N e L
u t. u <t: (& t £A%ETT; AT ETX.

X T, T Task; sampled trajectory; number of actions

. NP> . “?'\Ti > \IIF \Ir .
he, at History before step t; action at that step O, W SRS SERRIECRAFUTAIAR
Ug, U<t Generated token at position t; earlier context PO(T [ x). pu(T|X): EZERIE FEFNITAITE,
Tlg, K Current policy; policy that generated the rollout R(T). r {t+1}, R t: RZRME; X a_t [FAYEED; M h_t FFREYELEREIR.
Po(T|x), pu(t|x) Probability of the whole trajectory under each policy Bt ) SEEEAT
R(T), r¢+1, Rt Final reward; reward after a; reward-to-go from h;

ICSIREBIRE,

105 XEEHD
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Notation: learning signals

Symbol

A¢

P, Ct

p!™, w(t | x)
VE(h), Ve(h)
Ot

Y> A

q,dy

Meaning

Estimated advantage: how an action compares with expectation
One-token policy ratio; its clipped value

Ratio through token t; ratio for the whole trajectory

Expected reward-to-go under y; the critic's estimate

Reward plus next value, minus current value

Reward discount (examples use y = 1); weight on later errors in
GAE

Teacher's target; histories collected by the student

PMAFEIFEN - 3F CMU BTFIER - FERIZARC - FIAEREEE cmu-agents.com
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1Ic5 | B8X

At A, TR IR FHEARRL.

p_t. c_t: BREITERERELER; REIFRILLER(E.

p_thcum, w(t|x): BEIFTT t AILLER, BEFRMITAILLER,
VAu(h). Ve(h): £ p TRIBFEREER,; (MEMTFERAYEITHE.
&_t: Rfh + T—RIZIAINME - ZRINME.

y. A ZEIFIN (RGIAR y=1) ; GAE PRIGIRERINE.

q. d_y: MBS Th; BFEERERBSE.

T / SESENED T

ICS5RERBIRF.
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