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Ru nn i ng exam ple: N um ber Sea rch PEiEiEEE T 1 & 16 28], HeeAEIEis. BeE, ME2EE "B
" E "BEIRT . REREZEENRA S 1.

A hidden integer lies between 1 and 16. The agent has four guesses. After an incorrect guess, the AESLHIRIREREIET: 11,
environment replies higher or lower. Reward is 1 only when it finds the number. ORI
Pres e g PSR SRAEHL:

—_
=

™ 8By~ 128K~ 10— 85 — 11 — IEf, R=1,

Hidden number for this task instance: 11

Four sample trajectories:
.. 4o Ee 8- BE — 12— (K — 11 — IEfM, R=1,

Tl 8 higher 12 lower 10 higher 11 correct R=1 L L

T 16> BR—-8-&E -9~ EF— 10— i8], R=0.
T2 4 higher 8 higher 12 lower 11 correct R=1 L N L

T 1 >EE2->Be 3> EE —4—i@ld, R=0,
3 16 lower 8 higher 9 higher 10 timeout R=0

T 0 T2 RIEEARR, {BRIIEERER.
4 1 higher 2 higher 3 higher 4 timeout R=0

T1 and 12 different actions - same successful outcome

BTl R
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SFT on demonstrations

SFT trains the agent to maximize the probability of all target actions in a demonstration

history ho target ao* history hi targetar* history h2 target az* history hs target as*
prompt ? guess 8 ? higher 7 guess 12 > lower > guess 10 ? higher ? guess 11

Lspr = — ZlOg mo(a; | hi.t)
t

Target actions may come from a person, a stronger model, or (today) a successful trajectory from this agent

NSEH T B
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SFTillZxERelR, iLERAISeTETE BinafFaIliR.

Rra B8~ ERE R ER-BI0-E5 B 11,

FASE ho / BfR a*o; [ASE hs / B#x a*; [BSE h2/ Bx a*2; B hs / BiR a*s,
L SFT=-> tlogm B(a* t|h {1:1})

BiraFRILARBE AR, EERIEE, 5FE (AifT) RKEXMERIFES—%
DL U
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Task mismatch SFT SANTSUAEIBEE, BAVEERBANY, SEEATIISORE

- . : : . “ERATEEE! )
SFT maximizes the probability of demonstrated actions. We would like to maximize the
probability that the agent carries out the task. (these are not quite the same!) BT 82 EEF - 12-oBEE 10— 85 — 11 — IEff.

B___ szt VR To° —HB=E 5> 8 > HE — — — —
DEMONSTRATION BT 12 4> B 28—~ 85 — 12— B — 11 — I[Ef.

8 higher 12 lower 10 higher 11  correct

o RA—MESESMRA.
ANOTHER SUCCESS . .
v2 [) eher [RRORRY higher [IRI2RN lower [IREERY corredt BLEFLCRMEEEE (B0, 7 12 — BIK' ZERERRIRE "13") .

= There are multiple ways to carry out a task.

= Some actions are worse than others (e.g. should never guess "13" after "12 -> lower").

{155 BirAILEe

MAEIEL - 3 CMU B4 - I BITE - FURIERE cmu-agents.com Y& PDF4 | R 4


https://www.cmu-agents.com/slides/lecture-09-rl-basics.pdf#page=4

CMU Al AGENTS / BhZExBBZ SR [EPDF55/46 @

5 9 vt - BREMHRAESIEAM

EN / BRXEASIRR - (RESRE ZH / 3G - 1/1 85
HUBRATHEC
Data mismatch WA A BEEB MR SRS,
We'd like to be able to learn from sub-optimal data, too T 8 ERE 122 ER— 10— &EF — 11 — IE.

HitGRE .. 4~ E5 -8~ 85 — 12 - B — 11 — I[Ef.

DEMONSTRATION

Tl 8 higher 12 lower 10 higher 11  correct Ts: 16— B — 8 > B — 9 —» B — 10 — 2.
OTHER ALTERNATIVES
2 4 higher 8 higher 12 lower 11  correct T 188> 2o85— 3> 85 — 4 — 8.

13 16 lower 8 higher 9 higher 10 timeout

4 1 higher 2 higher 3 higher 4 timeout

SUEAILED
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RERE
Exposure bias

The agent was not exposed to its own mistakes at training time, and might not be prepared to
handle mistakes when generating

&R, EHeEREBEHECIE FAER, BIEEMI e RE £ TR T EIR.
E=e: 8~ FEg - 12> FEE 10— B — 11 — IFf.

SHEE: 82§ —2—7
TRAINING I 8

DEMONSTRATION higher 12 lower 10 higher 11

correct

GENERATION 8 higher 2 ?

RERE
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Reinforcement learning

Generate actions/trajectories from the agent, evaluate their reward, and adjust the parameters
of the agent to maximize expected reward.

task instance ; ; -

. Generate 'tll 8 higher 12 lower 10 higher 11 correct R=1
hidden |.»| 2gent

number 11 6 — 't3| 16 lower 8 higher 9 higher 10 timeout R=0

T Update (R—L

eward [¢

Task mismatch  We train the agent to maximize expected reward.
Data mismatch  The agent can learn from all trajectories (seek high reward; avoid low reward)

Exposure bias  The agent generates trajectories in training (on-policy), so it learns to recover from errors

Adapted from Sean Welleck - RL Fundamentals /
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B>

WERERERENE / BT, THEERE), FRRERASEUISKHHIZERNR.
ES5SL: R 11 — EHREIRERRS 16 — G,

T 8B~ 12> B~ 10— B — 11 — IEff, R=1,

T 16—~ BR—-8—->BS—~ 9~ ESF— 10— iEl], R=0,
HRIER R E TR,

ESERALE: )5S AR A ICHIZE R,

FUEAICES: BRI UMATEIEHES (1BXKERH, BRREH) .
FElRE: )|IGFHEHEEIRENMZT (on-policy) , EItEREFSMERFHR

£.

K4mB8 Sean Welleck - RL Fundamentals
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Interactions as trajectories

ST b
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ERER—INETEIR
etk KEE n 0; N o {t+1} FOAZED r {t+1}; 1ESLHI x.

=]

The agent-environment loop
ESSSLB) x | W o_{t+1} | Z0F a_t | EH r_{t+1}

actiona; — . —. ~ne e s — | S|4 oy
NAERY | #&ia | RIBRIALLEANETT | F—MEsT | IFHRELE HAIDET
AGENT ENVIRONMENT
. <— observation o4 : s — . W
Policy m® task instance x RIS | (555t | SEEHIRE | at. B, 55 | SRR TFESS
<— reward ry; =
AR | H=F (F2E) | F5. BES0ER | T—XEN | Bxaads 1, /e 0
Task instance x Observation o+ Action a¢ Reward r+1
Text generation  the prompt tokens so far next token score from a judge model
the task and . number of sub-tasks
Web agent website rendered page click, type, scroll o
Number Search  number (hidden) ?;%?:Cr,’c SOHRCIs the next guess 1 on correct; otherwise 0

BRI —INRIEIA
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Trajectories

The agent conditions only on past actions and observations (not hidden environment state).

prompt — guess8 — higher — guessl2 —» lower —

ao o1 ai 02

environment state sz
hidden number 11
not visible

history h2

what the policy conditions on

ht — (0070’07 01y .. 70t) 7T9(a’t ‘ ht)
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BREARRIREI ZRIZESIUEL T (RERRRIREIRT) .
RrA—- B Ee B 12 ER-F 10— Ex —¥5 11 — IE.
@, O1, @i, Oz, @z Os, as Os; INFIRT s: FRISHEEFH 11,
RERATIRIEAYSE h t = (0o, @0, 01, ..., 0 t); T B(a_t|h t),
REERIRMHER, AW,
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I
Trajecto ries HINEI LA &S — A9,
Trajectories can also include reward at each step. BrA—- B8 ERE"B1R2ER-BI10-ES5 K 11— 1IEH.
BEF ao, a1, @z, as I / RE: o1, r1=0; 02, r2=0; 0s, r:=0; 04,

prompt — guess8 — higher — guess12 — lower — guess10 — higher — guessll — correct ra=1,

20 o111=0 an 02r2=0 az 0ara=0 as 0sra=1 B T 3R R(T) =1,

trajectory T: T = (0o, @0, 1, 01, ..., @ {T=1}, r T, 0. T); R(T)=> {t=1}"Tr t,

reward R(t1) =1

EHFERD, BAREREA 1, Bfthdz) 0,

T = (09, a0,71,01,...,07-1,TT, OT) R(r) = Zf:l Tt

In number search, 1 for "correct" and 0 otherwise.

11
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Trajectories

Trajectory probabilities depend on the policy and the environment.

prompt — guess8 — higher — guess 12 — lower — guessl1l0 — higher — guess11 — correct

ao o1ri=0 ai 02r2=0 az 03rs=0 as 04ra=1

p(oo|x) 1t6(8|ho) P(o1,r]...) m0(12|hi) P(0z,r2|...) 10(10|h2) P(03,r3|...) 10(11|hs) P(04,r4|...)

po(T | x) = Hﬂe(at | ht) (0141, 711 | By at, @)

t

We don't know P, but we can sample from it by interacting with the environment.

BT ER
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HITBEREUR T SRESAIIA LS.,
Hik: R~ B8~ ER B 12 ER B 10~ EE — 5B 11 — [Ef,

B p(oolx); T _6(8|ho); P(04,r1]...); T B(12|h1); P(0zr2|...); T _6(10]h2)
; P(osrs|...); . O(11|hs); P(04r4|...),

pO(t|x) =Tt 6@ t|ht)Po {t+1}, r {t+1} | h t a t x)
BAIAE P, (BILIBE SIMERRERF,
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Bir: SAHEIERH

Objective: maximize expected reward J(8) = E_{r-p_B(hOHR(X)].

PUSENIRIEREEAZE J: T1: 0.30 x 1; T2: 0.20 x 1; Ts: 0.25 x 0; Ta: 0.25

x 0; &1t = 0.50,
EXPECTED REWARD J OVER FOUR TRAJECTORIES

T E— 0.30 X 1 NG 0 LIBANIERE (BHEIIEERERRE AR
T . 0.20 X 1 . . .
1:  — 0.25 X 0 (BRIt — MIREE — S RIEhTE,

J(e) — ETNP@('|CE) [R(T)] T, 0.25 X 0

=0.50

Training adjusts 0 to maximize expected reward (i.e. the agent has a higher probability of high
reward trajectories)

low reward trajectories probability mass — high reward trajectories

13
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Expert iteration

14
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Reinforced self-training

ReST generates data from the policy, and then updates the policy using successful trajectories.

Grow step

Repeat

o G-step

Improve step
Filter + finetune

Gulcehre et al. - ReST, Fig.1 ~ Singh et al. - ReST-EM ~

Repeat
I-step

G A N=)]

Zx

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

0 Grow

Sample trajectories from the current policy
and compute rewards.

9 Improve
Use rewards to filter the data; augment the

existing datasets; train the policy.

9 Repeat
Use the updated policy.

ZH / P3GEX - 5 1/1 85

stz BiIZk

ReST MIREEHREEREURE, ARERMINHITER RS,
118K NERISRESRAENITH TR,

2 iU (EFARENEIEEEE, ¥ RUBEUES, JIZSRE8.
3 EE: EREHEINRE.

Gulcehre Z - ReST, B 1 ~ - Singh 2 - ReST-EM
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Reinforced self-training

TlI 8

2| 4

Gulcehre et al. - ReST ~

The loss is the standard SFT loss, on trajectories with high reward

sample trajectories

higher 12 lower 10 higher 11 correct R=1 !
KEEP
higher 8 higher 12 lower 11 correct R=1 compute rewards
\)
keep T1, T2
!
SFT

LResT = — Z ZlOgﬂ'g(CLt ‘ ht)

T:R(T)=1 1

Singh et al. - ReST-EM ~

G A N=)]

7k

ISR EIENIE

ANETE - I CMU B5EA - EBBISTIRE - FSE#SRE cmu-agents.com
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G e W =%

SRR EERRE SFT 3RK,

T 8- ERE - 12> ER 10~ ES — 11— IEf; R=1, {RE.
T 40 B8 ER 12> B~ 11— IEHf; R=1, {REA.
T 16~ BR—-8- &S~ 9~ EF— 10— iEl];, R=0, £5,
1 ER 2 8E 3-8 4~ R, R=0, E5.
SR — THHRRE — RE 1. T2 — SFT,

L ReST = - > {T:R(Tt)=1} > tlogm B(a t|h_t)

Gulcehre & - ReST ~ - Singh & - ReST-EM
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From rewards to gradients

Policy gradients

17
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SMAIERAACHAER AR D ?

How to maximize expected reward? BRI ERRAMERE: SRR SERAR A,
We can't use backpropagation directly: sampling and the environment are non-differentiable 40 6 — K& m_6(alh) — REEE a — INZFRIWM o, R r.
KIFE: B 0 EEEElER, (EifERBEEREN.
PARAMETERS pPoLICY SAMPLE ENVIRONMENT
6 — | né(alh) X | actiona | X | obs o, reward r ESHE: HR (BF) A, BTN TFEKRS?
J(@) =3 tp_6(t|x) R(T); p_O(t|x) it 6 FL,; R(T) FEHITIEITFNE.
Sampled action Task environment
Changing 6 changes the action probabilities, but The world is not (usually!) differentiable. How do you J‘Eﬁﬁ%’q’:ii %H]ﬁﬁﬁrg (RE|NFORCE , WiIIiams, 1 992) &
actions are discrete and sampled. take the derivative of a unit test w.r.t. code?

J(0) =) wlr|z) R()

pO(t|x) changes with 6 R(T) is observed after the rollout

General solution: policy gradient (REINFORCE, Williams 1992).

18
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REBIEE
Po[icy gradient ERACERAS FRIHAZEAEH: J(6) = E_{t~p_B(x}R(D] = Y_T p_O(T|x)R(T).
KiEE: V.6) =Y TV 0p B(t|X)R(1),
Maximize expected reward J(Q) — ETNP@('W) [R(T)] = Zpe (7- | ZE) R(T) REMERK 6,
under the policy. -

FSDHERRFERTSR. BR: V_8) = 3 T p_B(t[)R(T) - [V_Op_B(t|x)/p_B(t|x)]

Take the gradient: only the VQJ = Z Vgpg('T | :C) R(T) E=z] Vp/p =Vlog p,

probability depends on 8.

Vel=> tp OB(t|x)R(Tt)V B lo o(t|x).
Multiply and divide by trajectory _ ZP@(T ) R() Vopo(T | ) 8) =3 1p_B(t]x)R(T)V_6 log p_B(t|x)
probability. - po(7T | z) XE— AT LUBISHAGTHAYEREE: Vv 6) = E {1~p_6(|x)}[R(T)V_O log p_6(T|X)].
e 9059 g =" po(r | @) R(7) Vg log pe(T | @) REINFORCE (Williams, 1992)
This is an expectation we can -
estimate from samples. o ETNP&('P«") [R(T) V@ log Do (T | :U) ]
REINFORCE (Williams, 1992) / 19

RESTEEIES
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Policy gradient

Vod =E,p1x)| R(T) Vologps(T | z) ]

Replace the expectation by trajectories we sample.

T~ py(- | @), VoJ = R(7) Vglogpe(7 | ©) = R(7) ZVG log mg(as | hyt)
t

T~pO(|x) R(t)
Current-policy trajectories and . .
histories Task-level evaluation

obtain by sampling: policy and obtain from the environment
environment

Williams - REINFORCE, 1992

SRERERE . FRSRAERAUMAT

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

V0 log mO(a:|h:)

Changes probabilities of sampled
actions

same mechanics asin SFT

20

ZH / 3GEX - 5 1/1 8B

SR
V_6J = E_{t~p_8(|}R(1) V_6 log p_6(t}w)l.
FRSEREMTE R HREE,

[ PDF 55 20/ 46 T@

T~p O([x), V.8)=R(1t)V O log p B(t|x) = R(T)Y tV B log m 6(a t/h t),

T~ p O([0): MATEIHTSHE, BRI RARE,
R(Y): (ISSG0TE, MIREIRLL,
v 6log m 6(a_tlh t): HEASREEENELOMES; HI4S SFT 48R,
Williams - REINFORCE, 1992 ~

SUE PDF 20 | J®ET 20
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P(0o|X) - Tt_B(ao|ho) - P(01,r1|ho,a0,x) - Tt_B(a1|h1) - P(0zr2|h1,a1,x)

Trajectory log proba bility log p B(t|x) = 3 tlog P(o tr tlh ta tx) + > tlog ™ B(a t|h t)

= const + Y tlogm B(a t|h t)

p(oo|x) m6(aolho) P(o1,r1ho,ao,x) o mb(ar[h1) . P(oz,rz|h1,a1,x)

V Ologp O(t]x) => tV O log m B(a_t|h t)

logpo(r | z) = 3 log P(op, 71 | huyar, ) + 3 logmy(ay | hy) 5 SFT chOHEIAER): SHATTRISRIBEERSRAT, 7EXE, (A erssmesRieasl,
t t at=W{t1}.,u{tmt}); VOlogm B(a tlh t) => {k=1}m t} V O log
= const + Z log mg(az | hy) 1t O(u_{tkih tu_{t<k}).

t
Vologps(r | &) =Y Vglogms(as | ) t AN, k TTAME a_t KAGIET.
t
HFEELLR(T), BPAJEE V_6),
Same computation as SFT: sum token log probabilities. Here the tokens were sampled by the policy.

mg
a; = (ut,la e 7ut,mt)7 Vglogmg(as | hy) = E Vg log 7T9(Ut,k | htaut,<k)
k=1
tindexes actions; kindexes tokens within action a;.

21

We can just multiply by R(1) to get VOJ.
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Computing the policy gradient

Effectively, we just do masking and rescaling of the standard SFT loss computation.

<|im_start|>user « Find-the-number-in:-1-16. « <|im_end|> « <|im_start|>assistant «
[guess(8)][<|im_end|>] <|im_start|>tool « higher « <|im_end|> «
<|im_start|>assistant « [guess(lz)][<|im_end|>] w « <|im_start|>assistant «

[guess(ll)][<|im_end|>]

“-”=space, “«!” =newline - colored = sampled by the policy, gray = context only

Lpc = —R(7) Z log g (us | u<t)

t:m;=1
my=1 my=0 R(T)
tokens the policy sampled, including the prompt and observation tokens, which the one scalar, shared by every generated
end-of-turn token policy did not choose token in the trajectory

22
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THERIEHE
Sthr b, BAIRTXIRAE SFT fRKITE N IS H =48,

<|im_start|>user < Find-the:number-in-1-16. ¢ <|im_end|> «
<|im_start|>assistant < guess(8) <« <|im_end|> < <|im_start|>tool <« higher
4 <|lim_end|> < <|im_start|>assistant < guess(12) < <|im_end|> < ... d
<|im_start|>assistant < guess(11) < <|im_end|>

ORINTE, e RNRIT - BRFRTHERIERE, REFRRUEL T,
L PG = -R(1) ¥ _{t:m _t=1} log T0_6(u_t | u_{<t}),

m_t=1: RESRIFRYIADT, BIERIREERIATT.

m_t=0: BNASWET, REFRIEFEE].

R(T): —Mrg, BTSN ERRTTHEE.
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RESES I ZR B3R

° ° ° ° = =2 o e’ =T — 1k
Pollcy_gradlent trainin g Ioop BREHE, RESIET—HEEE.
After an update, the new policy collects the next batch. 1T WEE: RIHESLA; LLEBEIX TS LKA,
2 T IHHTEEFENITRIR.
O collect © Evaluate © Form loss O update 3 TRk : PRI G FRIRI SR,
Sample task . .
instances; sample — Compute rewards — Wr(:;lf:ltgﬁictf;nblog — Eﬁ;ﬁpgoepi%a;[t;’;t 4 E%ﬁ REERE. Eﬁﬁ 0, %}Eﬁ)ﬂ”ﬁ%ﬁﬁ&o
from the agent on for each trajectory. rpeward y againg ’
them. ' ' L PG = -3 i R(t )Y _t log T B(a_{i,t}|h_{it}).

Y
O

Loc =—» R(7:)) logmg(ai | hiz)
1 t

23
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R, X5 ReST 1RE(I
With binary rewards, this looks a lot like ReST REINFORCE: -3 1 R(x3_t log m_8(a {itHh._fi).
= XPRRINENIMERRRY SFT #Rsk: -3 (i:R(T_i)=1}> tlog ™ B(a {i,t}|h {i,t}),
(REBE—LER, 5o ReST FAMEEHFHILTEIESE. )
Williams - REINFORCE ~ - Singh & - ReST-EM

REINFORCE SFT loss on the successful trajectories
- E R(7;) E log mo(aiz | hit) - - E E log mg(ai+ | hit)
U ¢ wR(m;)=1 t

(there are some differences, e.g. ReST does batched updates and aggregates datasets)
Williams - REINFORCE ~ Singh et al. - ReST-EM /

24
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Better than expected

Baselines and advantages

TREHEAZE
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Rewards should be relative

«R=1 «R=1 «R=1 «R=1
T guess8  higher guess12 |ower guessl0 higher guessll correct
All actions get upweighted.
< R=0 < R=0 < R=0 < R=0
T3 guess16 lower guess8 higher guess9 higher guess1l0 timeout

In basic REINFORCE, as in ReST, this produces no gradient at all!

The update should depend on how well the policy usually does on this example.

RN = R ERTHY

ANETE - I CMU B5EA - EBBISTIRE - FSE#SRE cmu-agents.com
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RN = ZEXIRY

BIHE - B8~ EE B 12> BR B 10—~ ES — 55 11 — IEH;
R=1,

FrERRINERSIRS.

KL ts: FB16 > BR B8 -ES ~IE 9~ &S — 55 10 — iR,
R=0,

{EE REINFORCE £, 5 ReST —#, IXEEME= L RATE R
S RIBUAT SRR MIF L AGE S,
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Advantages

Advantage: how much better is this action, than the policy's average?

A (ha)=  Q(h,a) -

N——

expected reward after a

V7 (h)
——

expected reward from h

History h: guess 8 / higher - guess 12 / lower — the numberis 9, 10 or 11, with two guesses left.

guess 11 guess 10
if wrong, two candidates and one Vn(h) if wrong, one candidate and one
guess left guess left
Am(h,11) <0 An(h,10) >0

Neither Qm nor Vit is known, so we estimate advantage from the sampled reward.

A= R(r) - b(hy)
N~ N~~~

trajectory reward  an estimate of V7 (h;)

s

PMAFEIFEN - 3F CMU BTFIER - FERIZARC - FIAEREEE cmu-agents.com
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5 XAMMEL IR TIF S 0?
A~r1t(h,a) = QA mt(h,a) - VATH(h),

QAmi(h,a): SRENEIE a [EROHBEEARNAN; VAT(h): MFSE h HRAOEIEELHR.
B h: 358/ FS -5 12/ BE—FRmAEN, HE29. 108 11,
B 11 SBHEIARE MRS —REN; Arm(h,11) <0,

¥E 10: SEERHARI— MRESF—IEN; Arm(h,10) > 0,

QAT 5 VAT ERESRAIN, EILEA SRR 2,

Art = R(1) - b(h_t); R(t) AilieR; b(h_t) & VAr(h_t) BfEIHE.
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Policy gradients with advantage estimates

Incorporate advantages by recentering the reward.

REINFORCE: one trajectory ve\,] = R(T) Z Vo log T (at ‘ ht)
t

reward weights every action.

VoJ =) (R(r) — b(h)) Velogmy(ay | he)

Subtract a baseline — the weight 2 .
is now A.. t De

Ay

Both lines are different ways to estimate the same V0J.

A.=R(t) - b(h,). Different choices for b produce different algorithms

a constant arunning mean of Vo (hy) the group mean
upcoming bandit example rewards a trained value model: actor-critic, no extra model: GRPO (next
PPO section)

adapts as the policy improves

28
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P EITHI T RIS E

BTG RFEFEFRMNMLE.

REINFORCE: V 6) = R(T)Y_tV 8 log 1t_6(a_t|h_t), ¥RASNIERFANE,
FEEL: V OJ =3 t (R)-b(h t)V 0 log Tt B t|h t). IIEHIRESR AArt,
M1TEBR LT E—1 V_8) ARG,

At = R(1)-b(h_t). b BIREERATEFEE X,

B ATFETRNZSERSEN M.

RaVEohFIY: ME R MIERN.

V_o(h_t): JIEERRINEREL, BP actor—critic. PPO,

BiNE: THEMIMEEL, B F—R GRPO,
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Baselines do not bias the gradient estimator

%7 = Zt (R(T) - b(ht)) Vo log mg(ay | ht)

‘ E[Vsd]| = VoJ — E[Zt b(hs) Vg log m,}

so this is an unbiased estimate of J's gradient if the expectation is 0

Egry(-1n)[0(h) Vg log mg(a | )]
= b(h) >, me(a | h)Vglogms(a | h)
= b(h) Y, Voma(a | h) oo
| =b(h)Vs X, mo(a | k) = b(R)Vel =0

So E[V0J] = V0J for any baseline that conditions only on the history

BEAREBELITTTERE

ANETE - I CMU B5EA - EBBISTIRE - FSE#SRE cmu-agents.com
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BEASEREMATTTERE
vV 0) =3 t (R(t)-b(h t))V Blogm B(a t|h_t),

E[V_6J] = V_6J - E[3_t b(h_t)V_Blogn_6]; Et, He—LHHAESN 0, Zxfdit
BiE ) EREELLT.

E_{a~1_O(|h)}[b(h)V_B log T_6(alh)] = b(h)S a T 6(a|h)V 6 log 1t_B(alh).
= b(h)y_a v_6m_B(alh).

nvlogm = v,

= b(h)v_03 am_6(alh) = b(h)v 61 = 0,

EiE, SHHIRKEHERNEZ, E[V_6)] =V _6J,

SWiE PDF 29 | [E& 29
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Simple example: two-armed bandit

With one policy parameter and two actions, we can compute gradients exactly.

p =Tg(guess A)

1.0 A
guess A p=0(6)=0.25 reward 1
0.5 4
p=0.25 guess B 1-p=0.75 reward 0
"""""""" ¥ an update moves 0
0.0 : . . . 6 Raising 60 raises p(guess A) and lowers p(guess B)
-4 0=-1.10 2 4
The sigmoid o turns the single real number 6 into a probability.
sampled guess A - reward 1 sampled guess B - reward 0
reward R(t) slope 8/96 log mg(a) gradient on 6 reward R(T) slope 8/ 6 log mg(a) gradienton 6
R=1 X 1-p=+0.75 +0.75 R=0 X p=-025 ° 0

if we sample A, A becomes more likely if we sample B, nothing happens

This gradient is correct, but a baseline/advantage can make it more useful.

BB BRG]

PMAFEIFEN - 3F CMU BTFIER - FERIZARC - FIAEREEE cmu-agents.com
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IR SUETETE,
RE—RBSEFIRNTER, ATLEHTTERE.

p =1 _0(% A); Bl sigmoid o 153LE) 0 Fi AR, p=0(0)=0.25, &5
SRS pE A), BR(E p(E B)., EF2LtR: i p ZIE 0.0, 0.5, 1.0; 4 0 Zl
B -4, 0. 2, 4; Hais 6=-1.1, p=0.25,

5 A BiE p=0.25, ¥R 1; 55 B: =R 1-p=0.75, O,
B/ sigmoid fiZk ER—REFHFSH) 6.

KRS A - 3B 1: R=1; 0/00 log _6(a) BIRIERA 1-p=+0.75; BEA
+0.75, K Afa, A RZEERE.

SKHEFSE B - 225 0: R=0; 0/00 log m_6(a) BIRIZES -p=-0.25; HEER O,
KKt B BHRBEE .

XMEERERR, BELZ / WBITLILEERRA.
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Simple example: Adding a baseline

Subtracting a baseline says whether a reward was better or worse than expected.

guessA p=0(0)=0.25 reward 1 guess B 1-p=0.75 reward 0
reward 0 baseline b(ho) = 0.5 reward 1
worse than expected - A<0 A>0 - better than expected
sampled guess A - reward 1 sampled guess B - reward 0
N gradienton 6 N gradienton 8
advantageA=R-b slope 8/96 log mg(a) advantageA=R-b slope 8/ 6 log mg(a)
1-05=+0.5 X 1-p=+0.75 ~ +0.375 0-05=-05 < -p=-025 +0.125
without a baseline: +0.75 without a baseline: 0
increases p(guess A) increases p(guess A), so decreases p(guess B)

The baseline adds a learning signal from failure while preserving the expected gradient.

31
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HEEAE R SRR EE,
& A: p=0(0)=0.25, &R 1; B B: 1-p=0.75, &[0,
H4 b(ho)=0.5, %Fh0: {KFFEA, A<0; &b 1: A>0, EHFFHA.

SREEENS A - 220 1: {58 A=R-b=1-0.5=+0.5; &= 1-p=+0.75; 0 LA
B/ +0.375, FoEZR A +0.75,

SKEEZPSE B - 320 0: {58 A=R-b=0-0.5=-0.5; §I= -p=-0.25; 6 FAUHE
79 +0.125, FEEATA O,

AFhiERESRES p(E A), EILEE p(E B).
BEEREBHEHENRER, ARWEBINTZIES.
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Simple example: varying the baseline

Changing the baseline changes the variance of the gradient estimate, while keeping the
expectation the same

one sampled gradient estimate §=(R-b)- V0 log O(a)

! E[9] =0.1875
1
prob 0.75 :
g=0.125 !
:
1
1
1
1
! prob 0.25
' §=0.375
:
1
: I
0 0.25 0.5 0.75
b=0 b=0
baselineb o E—— 0.50 SDofg 0.108

BERR: B R

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com
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B EANEBEGITTINGE, RIRISHIEHER.
—IRFHFRIBENGLT § = (R-b)-V_O log t_6(a); E[§]=0.1875,
22 0.75: §=0.125; 12 0.25: §=0.375,

Heb: 0, 0.25, 0.50, 0.75; #Rf SD(§)=0.108,

JR PDF 5 32/46 1@
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Simple example: noise in the gradient estimate

Computed a running estimate of the gradient by repeated sampling, with no baseline and with
baseline 0.5.

latest sample gives g = no baseline 0.000 with baseline 0.125

gradient estimate §

0.75

true gradient 0.1875
0.375

0.125

samples drawn

@== no baseline spread SD 0.325 running average 0.188 e=» baselineb=0.5 spread SD 0.108 running average 0.188

Draw a sample || Draw 5 || Clear | 20 of 20 samples

Both averages converge to the same value, but the baseline has lower variance.

BIERRA: BRI PRYERS

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com
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EERRE, ERESES S 0.5 R FESERBabLT.
A 35 B, TEEAT §=0.000, FERAELS §=0.125,

MamAEEEMGLT 9, BHFRE 0. 0.125, 0.375. 0.75; &M ATREEE 5. 10,
15. 20; ESCHEE 0.1875,

B pominEE 0.325; iBa1¥1Y 0.188, Bk b=0.5: ofpingEZE 0.108;
g5y 0.188,

RREEH: WS, HE S MEAR; B S8 20 MEARTRY 20 4,
PP ERSWSSRIRESE, BELSHNSERR.
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HE BHRIaWLEE?
Baselines and credit assign ment B fNe— ST FEEFEREEE; RIFNEGAIEEESZE.
What are the advantages of baselines (so far)? ToERR: FFasiEsREREREE A; it VAn(h) TTaeEE s A MEREEL,

BGlE: A=+05; B8 —-3B 12—~ 10—~ 5B 11,

Helps Does not solve

Marks a trajectory as better or worse than All actions have the same advantage A.
expected. Estimating Vrt(h) may require a separate value
A good baseline reduces gradient variance. model.

A=+0.5 guess8 guessl2 guessl0 guessll

34
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What if we have intermediate rewards?

If the environment gives rewards before the final step, use reward-to-go to reduce variance.

T

Rt — Z Ty

t=t+1

—> actionay —3» action —>» terminal reward +1

An action is weighted only by the
rewards that come after it.

NERBFIERAE?

included in R;

Earlier rewards do not depend on Number Search pays out once, at

at, o dropping them cuts variance the end: R, = R(t) for every action.

without adding bias.
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MEINEERE—SZRIMAEHRE, HLMERRLRERKEEESTE.
Rt =5 {t=t+T}"Tr_{t},

s — TERM +0.2 = FfF a_t = FF — KIERRE +1.

(V= EZ FRRIRRES T EII .

BERIRFAMKGE a_t, BEtEREIILEELSE, RRASINRE.
HFRRRERRERE: T IE, R t=R(0),
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Comparing trajectories

Group-relative advantage estimates

36
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Group-relative advantage estimates

Advantages: how much better is this trajectory than expected? We can compute this by
sampling the policy multiple times. No separate model needed!

Tl 8 higher 12 lower 10 higher
T2 4 higher 8 higher 12 lower
13 16 lower 8 higher 9 higher
T4 1 higher 2 higher 3 higher

EEXI LB

ANETE - I CMU B5EA - EBBISTIRE - FSE#SRE cmu-agents.com

A;

+1

+1

reward centered divideby advantage
R; R;-R oR A
11 correct 1 +0.5 +0.5
11 correct 1 +0.5 +0.5
10 timeout 0 -0.5 +0.5
4 timeout 0 -0.5 +0.5
fromthegroup Rg=0.5 oR=0.5

for every h; in the group

OR = Std{R(Tl)7 ) R(TG)}

37
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8 XFHIBLLTHRT 207 ILUBE 2R RERBRITR, AHEEMIMIRE
!

v B8 - EE B 12~ EE B 10~ ES — 8 11— IEHY; Rj=1, B
hIE +0.5, BREL 0.5 s +1.

T BA-oEE B8 EE B 12oBEK B 11 - EH;, Rj=1, F
fg +0.5, BRLA 0.5 FIEE +1.

T B> BR-E-EE B9~ Es B 10—~ B Rj=0, 7
FfE -0.5, BRLA 0.5 B -1,

T B ES B2 B5 — B3~ B5 — 4~ 8 Rj=0, B
5 -05, BRiL 05 FEte -1,

ANEE R=0.5; HATA h_t #EMXIYE,

b(h t)=R=(1/G)Y {j=1}"G R(t j); A_j=(R(t j)-R)/o R;
o R=std{R(t4),...,.R(T_G)}.
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The GRPO update

Batches contain multiple task instances, each with its own group.

task instance rewards of the G rollouts  group mean advantage estimates f\i,—

x1 - hidden 11 1 1 0 0 R1=0.50 +1 +1 -1 -1
xz + hidden 3 1 0 0 0 Rz2=0.25 +1.73 -0.58 -0.58 -0.58
xs + hidden 7 1 1 1 0 Rz=0.75 +0.58 +0.58 +0.58 -1.73

GRPO loss - ibatch,j
policy-gradient loss - i indexes the batch 0sS * 10akeh, ) group

G
- Z R(Tz) ; log 7'('9(0,2"15 | hz’,t) - _ S: é S: fiij S: log Fg(aij,t | hij,t)
v 1 j=1 t

Each task instance has its Each task instance is normalized GRPO supplies group-relative weights to the same
own R and o, individually. policy-gradient term.
Shao et al. - DeepSeekMath, §4.1.2 # Written for current-policy trajectories, without the paper's ratio, clipping, or KL terms.
GRPO &5h
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WrBESMESLH, FLHHEECHE.

{FESLh x (BREEE 11) - &EH1. 1. 0. 0; HIYE R=0.50; L& +1.
+1. -1, -1,

1E555LHI o (FREERT 3) © RMED 1. 0. 0. 0; AIYE R.=0.25; L +1.73,
-0.58, -0.58, -0.58,

E55SLHl xs (FRHEER=7) @ REO 1. 1. 1. 0; AIYE R=0.75; {3 +0.58,
+0.58, +0.58, -1.73,

RESEBEIRK: | JRES], -Y i R(T_)Y _tlog m_6(a_{it}h_{it}).

GRPO 5: i =RioR, j ==A, —(1/G)Y_iS {i=1}17G A} t log
_O(a_{ij, t}|h_{ij,t}).

BMESEHBEECH R i o i, BMESLHIERMRIT—(L. GRPO FAHBEIN
BT HEERI SRR,

Shao %5 - DeepSeekMath, 5§54.1.275 ~
A BROZR S RIRISHITRIAZZN, REECPRILLER, #HEak KL 1T,
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DrGRPO’s two changes

DrGRPO removes the group-standard-deviation and response-length divisions.

GRPO DrGRPO Why it changes
D o is measured inside each group, so it differs from one task
Advantage R] R B
. Rj — R instance to the next. Instances the policy almost always passes
estimate OR or almost always fails have a small o, so they count for more.
1 1 y; | differs from one response to the next. A long incorrect
Response J
. | ] | () 6 () response is penalized less per token than a short one, so the
aggregation Yi t t policy drifts toward longer wrong answers.

Cis a global constant, the same for every response; the paper uses the generation budget.

Rewards stay fixed; the relative weights of task instances and responses change.

Liu et al. - DrGRPO, Fig.1and §3.2 /

DrGRPO HIFRIRMEN
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DrGRPO T BtnEER A IS ERE.
GRPO 5 DrGRPO ttik: fifhit; MRS, THERE.

884&it: GRPO (R j-R)/c R; DrGRPOR j-R, o R EEMERNIE, FHtHE
FELhifmR. RELFEEE s/ | FEeLMivES, H o RB/N, Eilke
RISEANE,

MaRERE: GRPO (1/|y_jPX_t(); DrGRPO (1/C)3_t(). |y_j| FEMIRIMSR. KAEVEE
IR B MR RRIESTECEIEA)N, ELCRIB SR EIRAYEIRE .

EEEEH, WENMOLNER,; 1S EREMTIE.,
RIFRFAT,; MR ESELAISImAAIHEINE,
Liu % - DrGRPO, B 1 5% 327 ~
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XF—MESSHI, T | PRI NERETTEBEEZ BRI &,
Token Coefﬁcients in DrGRPO L T1: <[im_start|>assistant < guess(8) < <|im_end|> < <|im_start|>tool

. : : . . < higher ¢ <|im_end|> « ... 4 <|im_start|>assistant < guess(11) «
For one task instance, every generated token in trajectory j shares that trajectory's advantage 9 | | | | 9 (n

estimate <|im_end|>; Ai=+0.5; &4 1__|71: +0.5/C,
<|in_start|>assistant |« (guess(8)](«](<[in_end[>](] <|im_start|>tool - H3F Ta: <[im_start|>assistant < guess(16) < <|im_end|> « <[im_start|>tool
T . : . . PER TOKEN Jd lower ¢ <|im_end|> ¢ ... ¢ <|im_start|>assistant < guess(10)
i\1=:0.5 higher « <|im_end|> « .. « <|im_start|>assistant « +0.5/C : | A O|5 | Y |C 9
<lim_end|>; As=-05; &M 05/
= - ': A ° i = A i
<|im_start|>assistant « [guess(16)][<|im_end|>] <|im_start|>tool « L_DI’GR.PO . (1/G)2_{J Rl 2 {tm_{,t} i) A |Og
As.:ti)_s lower « <|im_end|> « .. « <|im_start|>assistant « Pf;.T;I;ZN T[—e(u—{J’t}lu—{J’<t})°
Aj=R(j)-R, FBELo R,
B 1B B SEEERMEE
L = —— E E A log mg(w; ¢ | u;
D EIRIED = 5 0( gt | 4 <t) Liu & - DrGRPO, %8 3.2 / - Shao % - DeepSeekMath, Az 3 ~
t mjt—l
A =R(t;) - R, with no division by cR.  Simplified: the paper's objective also has a ratio and clipping.
Liuetal. - DrGRPO, §3.2 / Shao et al. - DeepSeekMath, Eq.3 ~ 40
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Equal rewards and zero advantage estimates

When every reward in a group matches, the group is degenerate and contributes no gradient.

ALL TRAJECTORIES FAIL ALL TRAJECTORIES SUCCEED
[03 0,0, 0] — [0’ 0,0, 0] [19 1,1, 1] — [Oa 0,0, 0]
possibly too hard for the current policy possibly too easy for the current policy

What could we change if every sampled trajectory fails?

Choose different task instances, broaden exploration, add demonstrations, or supply a more
informative reward.

41
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S—MEERFFERMEER, ZEHRK, FETERE.
FREEZE9RM: [0, 0,0,01 — [0, 0, 0, O]; ZHRIRESAIREIANES KA.
FrEEZEIRED: [1,1,1,11—[0,0,0, 0]; ZHRIsREEAIREANES KEE,
INERREFRIFFRINIDEDRM, BefTATLARDTEEE?

EEARIESSEN. HRBRFEE. MATE, BRHEEEEARIRED.
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GRPO vs PPO

GRPO was proposed as a more efficient alternative to PPO, which uses a separate model to
estimate the advantage baseline.

PPO trains a value model

Trained
Models
GRPO computes group-relative advantages

voaels
01 L5t Ay (0 )
0, Reward M Group [A—ZJ
Model Computation

Reference
Model

Polic
q ly [ ]

Model

Shao et al. - DeepSeekMath, Fig. 4 and §4.1.2 / The advanced RL lecture covers ratios, clipping, and reference-model terms.

GRPO 5 PPO
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GRPO #iRH{EA PPO RI—FRESHIE 75X, PPO (ERBRIRRIEEYSIHL

BEE,
PPO i)lIZNMEREL,

GRPO I+EEHEXIE.
Shao % - DeepSeekMath, B4 55 4127 ~
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Summary
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Comparing the methods we’ve seen so far

Every method today weights the actions the agent took. They (mainly) differ in the weight.

ReST-EM

REINFORCE

Tl

12

13

T4

GRPO/DrGRPO

W = > s wt Vglogmy(as | ht)

8 higher
4 higher
16 lower
1 higher

EER BRI LN RIS

ANETE - I CMU B5EA - EBBISTIRE - FSE#SRE cmu-agents.com

12

8

8

2

lower
higher
higher

higher

10

12

9

3

higher
lower
higher

higher

w; = R(1), the reward of the trajectory the action came from

11

11

10

4

w: = 1 on a successful trajectory, 0 on the rest (the SFT loss on what was kept)

w, = Aj, the reward relative to the other rollouts on the same task instance

correct R=1

correct R=1

timeout R=0

timeout R=0
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SR ZE XS EREARERIZN I, BNEEXFITETNE.
VOJ=>YtwtVOlogmB(at|ht),

ReST-EM: BIH3IE E w t=1, EHRHIT LA 0 (XHRE FRAVEIEITE SFT 17
%) .

REINFORCE: w_t=R(1), BMZa{FRTEHZAIIRH.

GRPO / DrGRPO: w t=A j, BIHERITFRE—FS L LB ITREERTIL R,
T B8 oERE B IR2-FEEK--B 10> Ee 35 11 - Ef, R=1,
T BA4"ER B ER B 12 ER B 11— EH, R=1,
T F1I6~ER B8 ER—EI— &S — ¥5 10 — #8iY, R=0,

BB RB2oEE K3~ BEe B4~ i, R=0,
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MRIBHREFILE, FRERMIRTINE, AJLARRRE(I—FHRREAI="EE,

Ta keaways ESEIRALE: Bir2HER, FHaImInHITERSERE,
Sampling trajectories from the policy and weighting them by reward addresses the three HAEAILES: e taERIER R IHITHZES],

problems we started with.

FEERE: NEKBSRIRE, FELI4EEME CRIERPIRE.

Task mismatch
The objective is expected reward, so any trajectory that succeeds is reinforced.

Data mismatch
The agent can also learn from sub-optimal trajectories, based on their reward.

Exposure bias

The trajectories come from the current policy, so the agent is trained to recover from its own mistakes.

£
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[FEEAE: B2 RL/ BEKRIBEIE. EEMEINN

Questions?

Upcoming: async RL / off-policy data, importance weighting
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