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Today

" Weight updates as a capability
" Trajectories as token sequences
= Choosing the trajectories

" One format for many datasets

" Running the training

" Knowing it worked

= Handing off to RL
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—&HT, FRICREUE
A trajectory as recorded data system: H{THEZR (harness) #&7=ial — user: [BIRAN AN — assistant: BE +

bash — observation: Mif#EiH — assistant: B¥ + 448 — observation: =
2 (diff) — assistant: $23Z......

[ system ] [ user ] [ assistant ] [ observation ] [ assistant ] [observation] %‘ﬁgﬁi&‘;ﬂ‘fﬁ EF”Q%U_/I\EJELJFJ_*D )-L/I\IE- bash '—53Z'f¢éﬁ¢§%§o
harness prompt issue text thought + bash test output thought + edit diff submit
BEMRTREE, <, LARXEasSREIRI,

BEEBRINRE 1 iXRIE T2,

= The agent received an issue and a couple of tools in a sandbox: bash and a file editor.
= |t produced thoughts, commands, and the observations those commands returned. Pan &, 2024 - SWE-Gym, 54275 /

= The repository's own tests decided whether the run succeeded.

Pan et al., 2024 - SWE-Gym, §4.2 / 3

— X ECREGERIEND
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Methods of updating the agent

LOCATION PROS CONS

Context window  high fidelity to what happened costly, noisy, does not decide what
SEP1 matters

External artifacts inspectable, editable, retrievable, must be induced, selected, and
SERS portable maintained

Model weights faster inference, broad behavior slower updates, opaque, model-
THIS LECTURE change specific

= Change the weights once and every call after that gets the new behavior, with nothing extra in the
prompt.

= The first two rows update in seconds. This row costs a training run every time you change it.
= And you cannot open the weights to see what changed, or move the change to a different model.
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What the trajectories teach

= How to write a tool call this harness can actually run.

* How to keep going when the conversation gets long, because the trajectories it learned
from were long.

= What a tool result looks like, so it waits for one instead of writing one itself.

= And whatever else was in the data: extra commentary, repeated commands, one way of
solving a problem where several would work.
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8| Rz
The full training pipeline RATRERH: SR, MTRERED, FHEGES,
¥i)l|%: 20T i85t - Nemotron 3 Ultra

FhHERII%:: 1.43T - K2 Horizon

p
Pre-training | 20T tokens- Nemotron 3 Ultra J s .
- WEHA (SFT) - $H: 332B - K2 Horizon
~
Mid-training g 1.43T- K2 Horizon ] ﬁﬂ.’,—”}"—ﬂ (RL) -9 B 22 Hid — Eni@%ﬁ + ';@E}J . ;ﬁﬁfﬁig*sl_ﬁ
SFT - today | 3328 k2 Horizon ] Nemotron 3 Ultra ~ - K2 Horizon - Training Overview
|F _________________ )
RL - Sep22— : rollouts + rewards : no fixed corpus
Nemotron 3 Ultra K2 Horizon - Training Overview / 6
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Cold start before reinforcement learning

Supervised fine-tuning On-policy distillation
initialize baseline — EEE— consolidate the experts
agent capabilities into one model

= |In Kimi K3, the model learns to call tools and finish long tasks during SFT, before any RL.

Reinforcement learning

develop domain experts at
varying reasoning effort

= Some might ask: why not just RL, without SFT? DeepSeek-R1-Zero ran RL directly on the
base model, with no SFT at all.

= Their very next model put SFT back in: R1 starts from a few thousand curated examples,
because R1-Zero's answers mixed languages and were hard to read.

"The SFT stage establishes a high-quality cold-start policy for the subsequent RL stage."

Kimi Team, 2026 - Kimi K3, §4.1 / DeepSeek-R1 /
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AR S E A SR ES

SFT and RL, side by side i Sl

MH2AZES [ ISR TRRVE, NeHEER | EaeAE CRMUERRE, BREFT

learns from recorded trajectories, whoever produced them its own rollouts, scored by a reward . P AT — A — | Az s e 1 K
= = N7
_ WEHES | 8MEcaEE— 1 Bir | BRNWTERERE— 1 HE
signal a target for every token one number per rollout
needs data and GPUs live environments, sandboxes, a checkable reward ﬁﬁgg'{-l_/é\ | %QJ:E*D G PU | g‘gﬁrjﬂ;tﬁ\ 5¢\$§ , Ly\&ﬁ_l"ﬁiﬁﬂgﬁjﬁb
good at learning tool calls, formats, long tasks sharpening what the model can already attempt

stuck when the demonstrations are wrong, narrow, or used up the start is too weak, or the reward cannot be checked }Et/q{-l_/é\ I “?SIEUEI%\ *§ﬁ$uﬁ1i% | §E1{¢E?gegéﬁgﬂg%iﬁﬂgﬁg
ARZMHE | 75EEIR. SEERENEERAR | 2R, BEREIFIEIIE
OpenThoughts-Agent, & 11 ~ - Kimi K3 ~ - Kimi K2, §8 3275 ~

OpenThoughts-Agent, Table 11 # Kimi K3 ~ Kimi K2, §3.2 7 8
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The training lectures
TOPIC WHEN
Supervised fine-tuning today

Reinforcement learning
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Trajectories as token sequences

AR TTFS
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The chat template applied to the trajectory

system user assistant observation assistant observation assistant
harness prompt issue text thought + bash test output thought + edit diff submit

one token sequence - every boundary above is a template token

<|im_start|>tool « 3-failed,-41-passed « <|im_end|> « <|im_start|>assistant
a The-test-compares-floats.-Fix-it. « <tool_call> « str_replace(...) «

</tool_call> « <|im_end|>

“.”=space, “~” =newline

* Feed the trajectory through the template and you get one string of tokens.

= The <|..|> markers are single special tokens. The rest is what the agent wrote and saw.

Transformers - chat templating ~ Kimi K3 - XTML, §4.1.1 ~ 11
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system: H{THEZR (harness) #&7=ial — user: [BIRAN AN — assistant: BE +
bash — observation: Jif#H — assistant: B# + 448 — observation: =
2 (diff) — assistant: $23Z......

—MaArTFS - L MNARERRERIFET

<|im_start|>tool « 3-failed,-41-passed < <|im_end|> « <|im_start|>assistant
d The-test.-compares-floats.-Fix-it. ¢ <tool call> « str replace(...) <
</tool_call> ¢ <|im_end|>

RIS, e T,

TEHIMMNIER, MSER—MATFTE.

<|..|> tRCREMFIRATT. HRHBoNREEAREHAEINRE.
Transformers - BIXi&E R ~ - Kimi K3 - XTML, 541175 7~
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Which tokens carry the loss

system user assistant observation assistant observation assistant
harness prompt issue text thought + bash test output thought + edit diff submit

O loss computed

context only

Cross-entropy over the assistant tokens only

LO) = - > logps(x | 2<)

t:mt:].

= Mask: one bit per token, saying whether that token's prediction counts.
= Minimizing it raises the probability of each recorded action, given everything before it.
= Observations are conditioning context, not prediction targets.

12
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BERTTSSRRITE

system: H{THEZR (harness) #&7=ial — user: [BIRAN AN — assistant: BE +
bash — observation: MitigH — assistant: B# + 4§48 — observation: =
2 (diff) — assistant: 123Z......

S5RKITE: assistant JA7T; (MFLTX: BEtRE

{XXT assistant {ETTITERXE

LO@) =-> {t:m t=1}logp B(x t | x {<t})

&Y. BMETAIN—(, AXRRBIZATATUEETT A RK.
B/IMOZIRESIREFNEICRIM IR, FMRIRIREN—].
WMNEFME ETX, AT B,
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How the mask is built

Render Tokenize Mask

the template writes the conversation as —_—
one string and notes where each assistant
span starts and ends

those character positions become token tokens inside an assistant span geta 1,
positions everythingelsea 0

= The template does the bookkeeping as it writes: where assistant text starts, where it
stops.

= By the time training starts, the roles are gone. The trainer sees the string and the bits,
nothing else.

Transformers - apply_chat_template ~ 13

SRR ClLeafEs
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AT CIEALE

B RIRBIHESH— 17, FHCREA assistant RERAYERIEAE — 15
Toit: XEFRHUERGT AR E — #i9: assistant RERFRYETIEA 1, &
REFIRA 0

EIRES NI REICRAIE: assistant XAMNBFEFFE. ZIHEBELR,

ZFField, SABEREHRBIR. IGREEINRAEFFEMXEN, FRIEZIh
—FFhA.

Transformers - apply chat template ~
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TEZR | RREHA | FERLuna Ry

TRL | assistant_only loss=True | #&ERAEZATFRIC assistant FER

Masking controls across frameworks

FRAMEWORK WHAT YOU SET HOW THE MASK IS PRODUCED Asolot! | roles to train. train on eos | TEERYSH=RFShE G H0HMAE
TRL assistant_only_loss=True the template marks the assistant spans as sk
it renders
LLaMA-Factory | train_on_prompt, mask_history | fRRBRHi&sa& s ximc il
Axolotl roles_to_train, finds each turn’s role header in the R
train_on_eos rendered string
=FEEHFIEMER. [B TRL B ERuHERF.
LLaMA-Factory train_on_prompt, tags whole turns as train-or-ignore while
mask_history encoding TRL - SFTTrainer ~ - Axolotl - }JiF#8z( ~ - LLaMA-Factory - #iES %1 ~

= Same decision in all three. Only TRL puts it in the template.

TRL - SFTTrainer / Axolotl - conversation formats # LLaMA-Factory - data args / 14
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The end-of-turn token

<|im_start|>assistant « [I'11-run-the-failing-test. ][<tool_ca11>]

[ bash(cmd="pytest--q") ][ </tool_call> ][ <|im_end|> ]

(1

=space, “«'” =newline + red = loss computed, gray = context only

The role header is supplied at inference. It is never a The model produces the stop token, so it has to be inside the
target. mask.

"End of turn" is three events, not one: end this message, hand off to a tool, or finish the task. Kimi K3's template spells them apart
with separate tokens:

[open]lmessage-role=assistant[sep] [ [open]think[sep] ][3[ [close]lthink[sep] J

[ [open]response[sep] ][ Use-math.isclose. ][ [close]response[sep] ][ [end_of_msg] ]

"the model may not learn to stop."

TRL - training chat templates # TRL - SFTTrainer source / Kimi K3 - XTML, §F ~

HIREERIAITT
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<|im_start|>assistant < I'll-run-the-failing-test. « <tool call>
bash(cmd="pytest--q") < </tool call> « <|im_end|> «

ORNERE, " RNT - ABRTRSERKITE, KeFRRYUFLETX
AR HEERE, KXEAEBR.
RESER(EIERTT, RItEY e S,

"RIRGER" BEEANEM, M SRIBER. BRETH, HEmiES.
Kimi K3 B BAEIETTR EMNX D7

[open]message-role=assistant[sep] [open]think[sep] ... [close]think[sep]
[open]response[sep] Use-math.isclose. [close]response[sep] [end of msg]

"REAREFARFLL,

TRL -3l

ZHIRIENR ~ - TRL- SFTTrainer 73 ~ - Kimi K3 - XTML, & F 1 ~
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Masking the reasoning block

<|im_start|>assistant « [<think>][The-assert-compares-floats.] </think>
[Use-math.isclose. ][ <|im_end|>]

“.”=space, “«!” =newline - red = loss computed, gray = context only

= Two switches, set separately: does the reasoning stay in the context, and does it get
trained on.

= In the context, the reasoning explains the action that follows. Trained on, it becomes
the style the model itself writes.

= Nemotron keeps budget-truncated reasoning in the context, and masks the artificial
cut-off out of the loss.

NVIDIA, 2026 - Nemotron 3 Ultra, §3.1.1 / 16

X HETER X R FR ARG,
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XHETER X RV A AT

<|im_start|>assistant <« <think> < The-assert-compares-floats. < </think>
<4 Use'math.isclose. ¢ <|im_end|>

ORNERE, " RNT - ABRTRSERKITE, KeFRRYUFLETX
BREMNMEFR: HEERREELTXH, UKREESEHRT)IZ.
FELETNF, HESHERRSNE. BEXNE)ER, EMamk/REBSEMRINE.

Nemotron LFIETREERTHIHERRETE L TXF, FRADEBERD MRKT
PRl

NVIDIA, 2026 - Nemotron 3 Ultra, & 3.1.1 7 ~
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Weighting inside the assistant turn

Modules  Single Multi
SSB HDR Turn  Turn

Models

Qwen2.5-Coder-Inst+SFT  x X 81.73 38.25
v P 82.20 41.62

X v 83.85 43.12

v v 84.00 47.00

Llama-3.2-3B-Inst+SFT X X 73.67 33.25
v X 76.82 34.62

X v 78.28 35.75

v v 78.99 36.12

Table 5: Performance comparison of Qwen2.5-Coder-
Inst and Llama-3.2-3B-Inst, across different compo-
nents of modules (SSB and HDR) in Single-Turn and
Multi-Turn on BFCL.

Hao et al., 2025 - BalanceSFT, Table 5 /

assistant #)XAREPRINE D FL

ANETE - I CMU B5EA - EBBISTIRE - FSE#SRE cmu-agents.com

Two components from one paper: SSB is a learned weight
that rebalances reasoning tokens against tool-call tokens in
the loss, and HDR resamples the hard examples.

= Long reasoning dominates the loss, and the
short tool call is what you actually need
correct.

= Rebalancing helps more on multi-turn than on
single-turn, on both base models.

17
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assistant ¥R WEBRINE S BT

Z 5: Qwen2.5-Coder-Inst 5 Llama-3.2-3B-Inst £ BFCL BN 52 40FKIILY
1, RaAEERAM (SSB #1 HDR) AISZME,

&% | SSB | HDR | ga%p | 2%
Qwen2.5-Coder-Inst+SFT | x | x | 81.73 | 38.25
Qwen2.5-Coder-Inst+SFT | v | x | 82.20 | 41.62
Qwen2.5-Coder-Inst+SFT | x | v | 83.85|43.12
Qwen2.5-Coder-Inst+SFT | v | v | 84.00 | 47.00
Llama-3.2-3B-Inst+SFT | x | x | 73.67 | 33.25
Llama-3.2-3B-Inst+SFT | v | x | 76.82 | 34.62
Llama-3.2-3B-Inst+SFT | x | v | 78.28 | 35.75
Llama-3.2-3B-Inst+SFT | v | v | 78.99 | 36.12

—mIEXFRIENEM: SSB B—MFEIEEIRINE, BT ERKTENFEHE
T ST EERAETT; HDR NIRIEMEREGIETTREE,

KEEFE 7RG, MELESEERIERENTERER.
ERNEER F, B PEN SRS EIEE AT X BT S aIE5 L.,
Hao &, 2025 - BalanceSFT, 5 ~
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Samples versus tokens
Capability Sample weight Token weight
STEM and Coding 56% 89%
Agentic Capability 11% 9%
General Helpfulness and Safety 33% 2%

Table 10. Consolidation SFT data mixture composition by capability.

They chose the mixture by counting examples. The loss is computed per token.

= The mixture was balanced by counting examples, but STEM and coding traces run far
longer, so they take nearly all the tokens.

= Whatever you balance by counting trajectories, check what it turned into in tokens.

Microsoft Al, 2026 - MAI-Thinking-1, Table 10 /

HEHIESETTEL
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ISR

BEST | HEGIRLER | 1RO E

STEM 54772 | 56% | 89%

EReMREEN | 11% | 9%

BRSBTSt | 33% | 2%

* 10: REENDNISDHIEES SFT ZHRESHM.

i G E R FEEIRR SR, IRKRAZZETTIT &R,

IR RESIREGIEENE, B STEM SRENTERSESZ, EI/IFHET 258
18)7T.

TCEATEE ERHEYE, HENERZITENATERTARBR.
Microsoft Al, 2026 - MAI-Thinking-1, & 10 ~
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BT & PRI FT R

Open problems in Su pervising a trajectory ﬁ{i]iﬁﬁ?ﬁEUEEiﬁgg‘ggﬁ, ?l\jaﬁggﬁgﬁs SFT E’g}%ﬁg#iﬂUEH?ZH@o

MEIAFIBIDAISLIOFT RIS ERICIE A, MAFERENR.
= We could not find a published experiment that changes the mask for agent SFT and

measures what happens. E— N EBERNIEBEEENERS, BEEimaK. BEE. HEEMX
= The careful masking experiments are single-turn instruction tuning, not agents. =S, BRI NEEX =7 EIRFER.
= The one case where unmasking the prompt helped had long prompts, short answers, 7T 8B #itgE F, XML AHARK, HESTAIET,

and little data. Agent trajectories are the opposite on all three.

= At 8B scale this experiment is cheap, and it is sitting there unrun. Srsaege e U2 WU 27 Sl S, 2025 Insiiueten Weezlling ~

Chatterjee et al., 2025 - WIT ~ Shi et al., 2024 - Instruction Modelling ~ 19
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Choosing the trajectories
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TSR E HRER
i 1 HIET TS | 23RS | RIRRETETT
Where the trajectories come from o TR | Sl | R D
FSERAVEENETT | #ME3EIE | SWE-Gym - Nemotron - OT-Agent
WHO RAN THE TASK YOU KEEP EVERYTHING YOU KEEP THE RUNS THAT PASSED

REBCIET | MAl, ETHESHERET | &N -98 228

a stronger modelranit  plain distillation SWE-Gym - Nemotron - OT-Agent st . e At 1 e e ot Pttt "
ARZEEREVR SFT FUREpTA L1 HapEist B TFEEREE S
the modelranititself MAI, on its own reasoning runs  expert iteration - Sep 22 B, mMBEESBE/mEINhREeL MR A Tk HIFAYEN I,
= Most agent SFT data sits in the top right box: a stronger model writes better trajectories FEE—TH, BREARECRIIGEIE. EEXMERMTRERIEN, )&
than the student could, and the task's own tests make keeping the good ones cheap. EEERERIHE,

= In the bottom row the model makes its own training data. Repeat that loop and you get
expert iteration, which will be covered in future lectures.

21
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MESBAIRELH T2

‘ot : REME | =0T (%, 1) : zero-shot / A / A | BANTEER (%, 1) :
Distillation from a stronger model Jeadl” (5 ) et o
zero-shot / ifdfg / A | SF9%EL: zero-shot / iAfg / A | BRZE (%, 1)
Model Empty Patch (%, ) Stuck in Loop (%, |) Avg. Turn(s) Resolve Rate (%, 1) zero-shot / ?’%ﬁ}g‘”—é / A
Size | zero-shot fine-tuned A | zero-shot fine-tuned A | zero-shot fine-tuned A zero-shot fine-tuned A
SWE-Bench Lite (300 instances) SWE-Bench Lite (300 /I\é"'g1§|_l)
7B 40.3 297 -10.7 47.0 310 -16.0 20.3 222 +19 | 1.0+ 1.0) 10.0(£24) +9.0
14B 49.7 181 316 317 271 46 232 214 -1.8 | 27(£19) 12.7(£23) +10.0
32B 27.0 181 -89 167 181 415 155 203 4139 | 3.0(+ 14) 153(£25) +123 7B|40.3/29.7/-10.7|47.0/31.0/-16.0|20.3/222/+19]|1.0 (£1.0) /
SWE-Bench Verified (500 instances)
7B 458 338 -12.0 39.6 210 -186 21.9 353 4134 | 18( L1) 10.6(+2.1) 488 10.0 (x24) / +9.0
14B 44.9 145 -304 32.1 213 -10.7 255 30.1 446 | 40(£1.6) 164(£2.0) +12.4
= sep10 GPT-40 and Claude ran the SWE-Gym tasks; 491 runs passed the repository tests. 12.7 (x2.3) /+10.0
" A32B Qwen model was fine-tuned on those 491 runs alone. 32B|27.0/18.1/-89|16.7/18.1/+1.5|155/29.3/+13.9|3.0 (£1.4)
= |ts scores on both SWE-Bench splits rose by more than ten points. /15.3 (£2.5) / +12.3

SWE-Bench Verified (500 /NSC451)

7B |45.8/33.8/-12.0|39.6/21.0/-18.6|21.9/353/ +13.4| 1.8 (1.1)
/10.6 (£2.1) / +8.8

Pan et al., 2024 - SWE-Gym, §4.2 and Table 3 ~ 22

14B | 44.9 /145 /-30.4|32.1/21.3/-10.7 | 25.5/30.1 / +4.6 | 40 (+1.6)

MEERRYIERY ey /164 (£2.0) / +12.4
32B|9.5/13.8/ +4.3|29.4/23.8/-5.6|24.6/31.6/+7.0|7.0 (£1.3) /
20.6 (£2.1) / +13.6

9 B 10 H: GPT-40 1 Claude iz47T SWE-Gym {£55; 491 JXiz{TiBIS T 6
M.

—* 32B Qwen 1REYYFERIX 491 RIS TIH1T T H0A.
BfE SWE-Bench BN GRS LIS EER R 7 2 1M BED <.
Pan &, 2024 - SWE-Gym, $F 42 5% 3
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Trajectory count and saturation

Same task set throughout. Only the number of sampled

Scaling number of training trajectories trajectories changes.

10

5
@

SWE-Bench Verified Resolved (%)

25% 50% 100%
Percentage of Training Data Used

Pan et al., 2024 - SWE-Gym, §5.2 and Figure 5 /

I ESIE

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

20 —em 32B o = Accuracy was still rising when the sampling
=om= 7B / bUdget ran out.
15 = They had tasks to spare. What they ran out of
was compute to sample more runs.

= Every pointin this plot uses the same tasks.

What happens when you add new tasks comes
a few slides later.
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T E S8
IIGRATEERYT R

Y SWE-Bench Verified R (%) ; H&ih: SEFBROUILREURLLE] (25%.
50%. 100%) ; Z%l: 32B. 7B

BNIREPEAEENESSE. TURIRERFNTAIEE.
RIFFREFERAS, MERRE LT,
EEEARE. HIERERINERFESIETIFINITERIR

EFrIENMUERERINERERES. BIFESSAENFA, BELRZEH
2,

Pan &, 2024 - SWE-Gym, & 52 55E 5 ~
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Undesirable behaviors in successful rollouts
C read, never edited ) C print{ in the patch )

system user assistant observation assistant observation assistant
harness prompt issue text thought + bash test output thought + edit diff submit

= Every run on this slide passed its tests.

= But look at how: one edited and re-ran tests in a loop for most of its turns, another left
print statements in the final patch.

= The loss copies every action, good or not. Train on these runs and the model learns the
mess together with the fix.

"would teach undesirable behaviors if used directly as SFT data"

NVIDIA, 2026 - Nemotron 3 Ultra, §3.1.1 /

PR IIEE YA RIT/
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JR PDF 524 /49 @

ZH / P3GEX - 5 1/1 85

PRIHUERHIARRITH
i, WKRGRIE | fmiE—I B | N T & print(

system: H{THEZR (harness) #&7=ial — user: [BIRAN AN — assistant: BE +
bash — observation: Jif#H — assistant: B# + 448 — observation: =
2 (diff) — assistant: $23Z......

AAFRIBRIE TEREE 1.

BEEC(IEEAMERY: B RETHIAEDIREMERIEAESIZ TN, 53
—RNERZANT HETT print 154,

RRMREBSWENIE, TiiA. AXEETHTIIG, RESITREAES
BE—EFHE.

"G EIZFE SFT 88, SHASERARITA.
NVIDIA, 2026 - Nemotron 3 Ultra, &£ 3.1.1 9 ~
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TR A TN

HER | BUTETHi5E=8 | SWE-Bench Verified (100) | OT-TB Lite |
Terminal-Bench 2.0 | 3885 | HYF3— o

Filtering rollouts by shape

1| &=PEE > 5(29.00 (1.56) [19.10 (1.57) |11.61 (1.30) |19.90|

Benchmarks Average
Rank Trajectory Filter SWE-bench Verified (100) OT-TBLite Terminal-Bench 2.0 Raw  Normalized +1.25
1 Minturns > 5 29.00 1 56 19.10 157 11.61 130 19.90 +1.25 o
2 Filter timeouts 26.67 170 18.03 160 10491 15 1839 -0.35 2 | TBREERY | 26.67 (1.70) |18.03 (1.60) |10.49 (1.18) [18.39]-0.35
3 Filter subagent traces 23.00 1.63 17.31 158 10.86 1.35 17.06 -0.90

3 | FEREFEBREMEAT | 23.00 (1.63) |17.31 (1.58) | 10.86 (1.35) |17.06 |

Table 7: Filtering agent rollouts: keeping longer trajectories helps. The minimum-turns filter -0.90
outperforms timeout and subagent filters across all three benchmarks.

: . _ R 7. TEEERAYIERGE . (REEKNDEMEE. R RHmEsESHR=1
= The best filter here just counts turns and drops every run shorter than five. L FER TR R RS A AT

= BB
= Turn count says how much work a run took, not whether the work was any good.

XEMREIF IR ROt FMRETE > T ReHIIET.
HERB—REITH T SO0 TF, ARSI,

kT #EESwmME, MBI ENSHRE. REWL, 1Y
Raoof et al., 2026 - OpenThoughts-Agent, Table 7 / 25 ﬁ'ﬁ = 1}3 ﬁﬁgﬁﬂ

Raoof &, 2026 - OpenThoughts-Agent, & 7 ~

= Afour-turn clean fix gets dropped. A forty-turn mess gets kept. On average it still helped.
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Choosing the teacher
Benchmarks Average
Rank Teacher Model SWE-bench Verified (100) OT-TBLite Terminal-Bench2.00 Raw  Normalized
1  GLM 4.7 (Quantized) 28.00 1.76 17.86 1.c0 8.611.40 18.16 +0.73
2 Kimi K2.5 33.33 183 14.19 151 8.24 106 18.59 +0.66
3 GLM>S 33.00 1.60 14.30 1.78 7.50 1.8 18.27 +0.66
4  GLM 4.6 (Quantized) 26.00 1.67 16.99 1 50 6.37 124 16.45 +0.08
S5  GPT-5.3-Codex 21.67 133 10.42 155 37509 11.94 -1.47

Table 6: Teacher model ablation: stronger model # better teacher. Despite GPT-5.3-Codex being
the strongest model on these benchmarks, it is the weakest teacher, underperforming GLM 4.7 AWQ
by ~5pp on Terminal-Bench 2.0.

= The paper reports GPT-5.3-Codex was the strongest of these five models on the
benchmarks themselves. Its runs produced the weakest student.

= Leaderboard rank told them the wrong thing here. Trying two teachers and keeping the
better student is cheap by comparison.

Raoof et al., 2026 - OpenThoughts-Agent, Table 6

e R AREY
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yrin== Ui

HERZ | #)M#&E8Y | SWE-Bench Verified (100) | OT-TB Lite | Terminal-Bench
2.0 | YRGS | B3 —1n

1| GLM 4.7 (&) |28.00 (1.76) |17.86 (1.60) |8.61 (1.40) |18.16 |
+0.73

2 | Kimi K2.533.33 (1.83) |14.19 (1.51) |8.24 (1.06) |18.59 | +0.66
3| GLM 533.00 (1.60) |14.30 (1.78) |7.50 (1.18) |18.27 | +0.66

4| GLM 4.6 () |26.00 (1.67) |16.99 (1.80) |6.37 (1.24) |16.45 |
+0.08

5| GPT-5.3-Codex | 21.67 (1.33) |10.42 (1.55) |3.75 (0.99) |11.94|
147

= 6: FTERGHRISCLS : FBAER  BFAIEM, KE GPT-5.3-Codex EX
LeEDE FESEETR, I2558a9%M; 7£ Terminal-Bench 2.0 =, BLK GLM
4.7 AWQ 1§49 5 MES A,

IE3HRERR, GPT-5.3-Codex FEXAMEEFEHBIIREERINER, FIEEMARY
EITEN)II4 T RIS FERREL,

HHTHEARRAEXBEH THIRIES]. SIAE, AR HRERIETFHNZ
ERER, P AMRAR.

Raoof &, 2026 - OpenThoughts-Agent, & 6 ~
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Task sources

Benchmarks Average

SWE-bench Verified (100) OT-TBLite Terminal-Bench2.0 Raw  Normalized

Rank Strategy

1 SWESmith 32.33 183 17.63 1.63 6.37 118 18.78 +1.92
2 StackExchange SuperUser 13.33 141 16.68 1.63 10.86 1.35 13.62 +1.51
3 StackExchange Tezos 16.33 141 16.94 183 9.36 1.06 14.21 +1.45
4 IssueTasks 24.00 1.76 16.44 1.49 6.74 124 15.73 +1.37
95 AgentTuning-OS 0.000.00 564112 0.37 037 2.00 -2.31

Table 2: Task source choice has the largest spread of any pipeline stage. Issue-resolution tasks
and human-written infrastructure questions dominate the top, but improvements are spiky across
benchmarks. Full ranking in Appendix A.1.

= The choice of task source changed results the most.

= Different sources help different benchmarks, so spend your effort here before tuning
anything else.

= Mix the best four to eight sources. Going wider than that did not help them.

Raoof et al., 2026 - OpenThoughts-Agent, Table 2 / 27
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ISR

HE | 5_E& | SWE-Bench Verified (100) | OT-TB Lite | Terminal-Bench 2.0 |
SRR D | SFYRA—n

1| SWESmith | 32.33 (1.83) |17.63 (1.63) |6.37 (1.18) |18.78 | +1.92

2 | StackExchange SuperUser | 13.33 (1.41) |16.68 (1.63) |10.86 (1.35)
| 13.62 | +1.51

3 | StackExchange Tezos | 16.33 (1.41) |16.94 (1.83) |9.36 (1.06) |
14.21 | +1.45

4 | IssueTasks | 24.00 (1.76) | 16.44 (1.49) |6.74 (1.24) |15.73| +1.37

95 | AgentTuning-OS | 0.00 (0.00) |5.64 (1.12) |0.37 (0.37) |2.00 |
-2.31

= 2: (ESKRRRISEEREMEN ERTIEMIVEREREAR, [IFERMESTIA
TESHEMIREREHFRRNVELSES, EZEELINRAFHAYE. =
EHFR MR A1,

ESFKIRRIEESERZMERAK,

AEFRFEEETAEEE, ENGCERNINAEXE, BREAEMRE.
BARIERIFRY 4 £ 8 NMRIR. ¥ ABESKFEHRETRAEY,
Raoof &, 2026 - OpenThoughts-Agent, & 2 ~
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I REHEAMR
e SWE-Bench Verified (100) : /#EZ; OT-TB Lite: &=, Terminal-Bench
Scallng the data 20: MR, SIREEINIALBIEEA/N (178) © 10K, 31.6K. 100K,
SWE-bench Verified (100) OT-TBLite Terminal-Bench 2.0 WIJ Tj_;i 1 ijﬁ%*zﬁi&??ﬁ;g*i: Tj_;i 3_'%52%&;&1%5'%‘:
0551 0240_ . PSEHZEBMERIRY 10K #EESETT R, XARETEIMUERIEIR.
§O.4s 0381 . MEHEEINTERESNESZIET, MEETFE. Bel&ENTHES, FF
| | | sl | o , , Raoof &, 2026 - OpenThoughts-Agent, & 3 ~
o Datasetgls‘g-(a (rows) oo 1K Dataseggg; (rows) ook e Datasetals‘ii.'; (rows) 100

Method 1: upsample rollouts ~ —#— Method 3: synthetic augmentation

= Both curves start from the same 10K dataset and differ only in where the extra data
came from.

= The pink curve adds more runs of the same tasks, and it flattens out. The blue curve
adds new tasks, and it keeps climbing.

Raoof et al., 2026 - OpenThoughts-Agent, Figure 3 / 28
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Discussion F—MISRINGRE T SRETER. (REEREHLAZSHNIGE,

A. —IREGERNIETT, PURCHUARR T )R,

B. —IXIRKAINETT, ST iEIRIRE, BRINAME NIKEIEHR.
C. —Xia(7, B+ RELENRIENET R,
{REIREBEIHRL?

XITREBRVMIE, BEIFSESIRKITE?

- . ? LY Melorr Ve xsh)
Which of these do you keep (BRI " RURBRRM AOTeEE?
= For the ones you keep, which actions carry the loss?

A. A short run that solved the issue in four turns.
B. A long run that made a wrong edit, saw the test fail, and recovered.

C. Arun that solved the issue after eleven attempts that changed nothing.

= Which of your answers would a minimume-turns filter get wrong?

29
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— IR UEE SRS

One format for many datasets

30
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BREAEIRE ZERIRRE

Heterogeneity across agent datasets MRS | SHFIE | 208 | SRR | 205
Agentinstruct (Zeng %, 2023) |C. T. W|1.9K | &% | NE. #0ERE. B4E

Dataset Variety Count Source Note = }EEW @E’J Il:l.’: a
AgentlInstruct (Zen, eng et al., al. 2023 CTW 19K synthetic Mixture of Browsing, Database, OS, etc.
Code-Feedback mﬂ! a) C 664K  manual Code generation with runtime feedback loops
CodeActInstruct (Wang e ab C 7.1K synthetic Code generation and tool use with execution & I | | I HEs /s — ==
Go-Browse(Gandhr & Neubig; W 9.5K rollout  Structured exploration web rollouts COd €- Feed ba C k (Ze ng 3 2024a ) C 66 4K AI THj}i LA{EH;E,J{t
Mind2Web W 1.0K manual Human web demos on real websites
Nebius SW 134K  rollout SWE-agent trajectories from Nebius relying ﬁg QEEJZ
solely on open-weight models
av-live Lu_mim W 5.0K rollout  Retroactively labeled live web exploration o A b — ok
W 42K rollout  Retroactively labeled WebArena exploration == | | | r | = — b4 L 7
op enhands feedbac CTW 02K rollout  Recorded OpenHands agent trajectories with hu- COd eACtI n Stru Ct (Wa n g I 2024b) C 7 1 K H EE b ;;l"fj-ﬁbjj E’j'f_bﬁrjgzﬁz
HAH Hands ALJ}2024 man feedback
Urca Agenfinstruc T 1046.1K synthetic Large-scale synthetic tool-use instructions data EIE‘{Q%

0.5K rollout  Agent trajectories solving real GitHub repo tasks
5.0K synthetic Trajectories of agents on synthesized bug-fix tasks

W 99.9K  synthetic Synthetically created web demos of tutorials Go_ Browse (Ga nd hl l_i N eu b|g , 2025 ) | W | 95 K | En \\/1;3'5 | *Ij{{ﬂ/jlﬂ
RENIERAF

SWE smith m m
Synatra (Ou et al.;

= Each dataset was built by a different group, in its own format.

= For a web page, some save the HTML and others save the accessibility tree. Mind2Web (Deng &, 2023) | W | 1.0K | AT | EsCRut_EAIA TR TTHERAER
= To train on two of them together, you first write two customized converters. B

Nebius SWE Trajectories (Golubev &, 2024) | S| 13.4K | HulE%HE | kB
Nebius, FTTE2KEFBINEREIRI SWE-agent Hilk

NNetNav-live (Murty &, 2024) | W | 5.0K | #i5sR4E | XOSERYRITUR =T
RS Y RIS RN EIR
NNetNav-wa (Murty &, 2024) | W | 4.2K | 3ZSHE | X3 WebArena #R&5#
1TEATUmE
openhands-feedback (All Hands Al, 2024) | C. T. W | 0.2K | HuZE3k
STk OpenHands BagAHIT, HEALRIS

Orca Agentinstruct (Mitra &, 2024) | T | 1046.1K | &% | ARMESRAITE
(SEFRIEEE

SWE-Gym (Pan &, 2025) | S| 0.5K | #ilisR#E | EHEeRRRESE GitHub €
ESSRIHILE

Song et al., 2026 - Agent Data Protocol, Table1 7~ 31
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Heterogeneity across agent datasets

Dataset Variety Count Source

Note

AgentlInstruct Zen et al. 2023

Code-Feedback mﬂ!

CodeActInstruct (Wang

664K  manual

9.5K rollout
1.0K manual
13.4K  rollout

“EE00

av-lr

Ve Lu_mim 5.0K rollout

42K rollout
rollout

0.5K rollout

g00S 0Es
—
=
=
[}
w

CTW 19K synthetic Mixture of Browsing, Database, OS, etc.

Code generation with runtime feedback loops

7.1K synthetic Code generation and tool use with execution

Structured exploration web rollouts

Human web demos on real websites

SWE-agent trajectories from Nebius relying
solely on open-weight models

Retroactively labeled live web exploration
Retroactively labeled WebArena exploration
Recorded OpenHands agent trajectories with hu-
man feedback

1046.1K synthetic Large-scale synthetic tool-use instructions data

Agent trajectories solving real GitHub repo tasks

5.0K synthetic Trajectories of agents on synthesized bug-fix tasks
99.9K  synthetic Synthetically created web demos of tutorials

= Each dataset was built by a different group, in its own format.

* For a web page, some save the HTML and others save the accessibility tree.

= To train on two of them together, you first write two customized converters.

Song et al., 2026 - Agent Data Protocol, Table1 7~

BReMEIRECBRIR R
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31

ZH / P3GEX - 56 2/2 B9y

JRPDF531/49 1

SWE-smith (Yang £, 2025b) | S|5.0K | &8 | EaEABRESRERIGIEETES

YN

Synatra (Ou £, 2024) | W | 99.9K | &5k | &RHIZBFEMTTET

BN RS HA R R LR BRISTUTE.

TR, BLEIRERT HTML, S—ENREFEaT MR,
RPN EEE—ERTIZ
Song &, 2026 - Agent Data Protocol, & 1

E/\El

ANy}

TREM N EH/AEIRES,
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1 1 [RiaEdE — ADP TRiE(CEERE
One representation for a trajectory is '
[ReaEHE~5: goto(url=google.com) — APIAction(function=goto,

[ Raw Data ] [ ADP Standardized Data } kwargs—{url. google.com})
(8 {sooinmsoogecom)] — 7 APiActon . y | 9 [FRIaEUERM5: <!doctype html>, <html itemscope> ... <title> Google
@ TEe ) emtabassoron) |1 gucgecon. </title> ... </html> — WebObservation(url=google.com, html=<html>...,

axtree=RootWebArena 'Google’, focused ...)

<ftitle> ... </html> D

CodeAction (
language=python,

'Google', focused ... Trajectory (

)

id=sample,

content=[...],
content=print("Hello World") o details=...
)

) [FUaEUERG: "'python
) T TextObservation (

content=Hello World, pl’lnt("He”O World“)
source=environment
— CodeAction(language=python, content=print("Hello World"))

) i

® Execution result:
Hello World
; ; How can | help you? |=—=p| |

= You read each dataset once and rewrite it as typed actions and observations. JRaEERG): Execution result: Hello World —
TextObservation(content=Hello World, source=environment)

MessageAction (
content=How can | help you? U

= For the web page we just saw, keep the HTML and the accessibility tree, instead of

picking one. [ReGEHE~5: How can | help you? — MessageAction(content=How can |
= Each dataset converts once, each harness once, not once per pair. help you?)
Song et al., 2026 - Agent Data Protocol, ICLR oral / 32

F—HDXISR: Trajectory(id=sample, content=[...], details=...)
—FRENITESE R = RRFIERNENMNEE R, ARBEIE AHREESIN.
SHFRIABZIRINTT, FERRE HTML F0eaEEe, mAR ZiE—

FEEERE—IX, B FUTIEZR (harness) RELi%—IX, MAFE—XAE
AREIE—IX,

Song &, 2026 - Agent Data Protocol, ICLR OLiRE ~
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PR EUTIESRIH TIER

o N gepde s 7 Is, = %\\7’ S L =314 HfTHESE
Harness_speCIﬁC renderlng éﬁ?& Eﬁ)\jﬁ *%_t 1]03 '{_J'EETE%H:IIjJE*TlJllz}?;L{T*E* (harness)

ATRRITSL.

= Once the datais in one format, you still have to write it back out for the harness you are OpenHands, SWE-Agent #1 AgentlLab REAREMEME, EtE—&KHNTES

training for. s X

ning , _ , AMEZERESH SRR A —E,

= OpenHands, SWE-Agent and AgentLab take different actions, so the same trajectory comes out

looking different in each. XBRIRE system f&7RiA, URE L IR NERMNERIb T,
= This is also where you set the system prompt and decide what to do when the context gets . N, JENTEN . . .

long, REREER: TEEMREERIT SRERESHIHSEE? MEEAUERS
= Then you check the result: do the tool calls parse, does each call come with a thought, does the TSR

conversation end the way it should. Song %, 2026 - Agent Data Protocol, 533 %

Song et al., 2026 - Agent Data Protocol, §3.3 # 33

PR TIESRIH TIESR

AAEIEY - I CMU EFIEA - FBEHCTIRE - FUSIRASRE cmu-agents.com A O S | LDASE


https://www.cmu-agents.com/slides/lecture-08-sft.pdf#page=33
https://arxiv.org/abs/2510.24702

CMU Al AGENTS / HZE3J8BZ S kR
58 8 I - BRI E

EN / R EHSRR - (RIFREF

Diversity versus task-specific data

SWE-Bench

WebArena

AgentBench

GAIA

= Same harness, same model, same evaluation. Only the training mixture changes.
= Train on the mixture and you beat the matching single-domain set, even on that domain's own

benchmark.

Song et al., 2026 - Agent Data Protocol, cross-task transfer /

ZHIESESTREME

0.6

11.0

9.1

———0 +5.6
16.6

—o +4.1
16.0 20.1

o—=0 +4.2

21.5 25.7

@® Single-source only

g +8.5 ® ADPdata

0

5

10

15 20 25
Accuracy (%)
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JR PDF 534 /49 1

ZH / P3GEX - 5 1/1 85

ZHMESESEREE

B HERE (%) ; BESR—KREEE / ADP #iEf45R: SWE-Bench:
11.0/16.6 (+5.6) ; WebArena: 16.0 /20.1 (+4.1) ; AgentBench: 21.5
/257 (+4.2) ; GAIA: 0.6 /9.1 (+85) ,

Elfl: {REE—FiR; ADP iz,
PUTIEZRMER. REAEE. HELTVER. REIIGEERESRE TR,

ERREHIE)IGE, RINEESBruEI AR —usEiEsE, EEEZa
HCREE EBEILTE.

Song &, 2026 - Agent Data Protocol, B{E&EiTfE ~
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=179)1145

Running the training

5

=17l
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Real SFT configurations

SEQUENCE BATCH LEARNING RATE
Nemotron 3 Ultra packed 294,912 then 515,000 64 1.5e-5— 1e-6
MAI self-distillation  packed 128k 2,048 1.7e-5—5.2e-6,2% warmup
K2 Horizon 512K, three phases — decayed on a high-quality subset
Nemotron 3 Ultra, §3.1 ~ MAI-Thinking-1, §3.1.4and §3.5 / K2 Horizon model card ~ 36

ESCRY SFT Bc&

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

JR PDF 536 /49 @

ZH / P3GEX - 5 1/1 85

B0 SFT BeE

RE | FHIKE | #R | FI=R

Nemotron 3 Ultra | ¥J8f5 294,912, $AfF 515,000 | 64 | 1.5e-5 — 1e-6
MAI 9308 | $T60/5 128k | 2,048 | 1.7e-5 — 5.2e-6, Tk 2%

K2 Horizon | 512K, =1MMER | — | EBREFE LR

Nemotron 3 Ultra, 55 3.1 75 ~ - MAI-Thinking-1, 283145357 ~ - K2
Horizon t&8l& ~

SUE PDF 37 | JRIT 36
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Expert routing during SFT

broad pre-training mix narrow agent SFT set

(_](_)ﬁ(_)c—)

tokens per expert tokens per expert

* The frontier models in this lecture are mixtures of experts. The models the public
papers fine-tune are dense.

= Fine-tune an MoE on narrow agent data and a few experts take most of the tokens, like
the right panel.

= MAI's fix: balance the routing hard during the supervised stage, a thousand times harder
than during RL, and raise dropout to 0.15.

Microsoft Al, 2026 - MAI-Thinking-1, §3.1.5 / 37

SFT BREIRY S ZRERH

ANETE - I CMU B5EA - EBBISTIRE - FSE#SRE cmu-agents.com

JR PDF 537 /49 ™

ZH / P3GEX - 5 1/1 85

SFT BRIERYEZRERH

EE: BZRTIIGEIERS, BBl RERIEREIK SFT RS, M 81%
RUIRRVIATTEE.

ARPHRNGIRERARSEER (MoE) 281y, ATHEX it THiErItEENI 2
TR,

ERRERYERENEGRE LA Mok i, DEERSMIEREDIAT, HEAMER
—7F.

MAI RIfERTE . mEMERERDFEE, HOER RLMERA—TFE, FHE

dropout 252l 0.15,

Microsoft Al, 2026 - MAI-Thinking-1, 5 3.1.55 ~

SWiE PDF 38 | [&m& 37
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FTRSEEERSE
1 : )| EERBEEIKENFS, FI8BSERMEE#RERFS, MAREAHSUE
Packing whole conversations ISERRERERR. TReBER ARSIl MAREAES
#PIEFEH.
168 1: 19k =17, 15k =17, 11k =17, 8k =17, KfER=IE.
pack 1 l 19k run ][ 15k run ][ 11k run ][ 8k run ] unused ) 176 2: 29k &1T. 17k &7, 7k 51T, eEA=a,
- N BRMIE S RERARBERES TN ERH TR,
pack2 [ 29k run ][ 17k run ][ Tk run ] unused
- / AR EERTEHIE, XEES(FHARE, LisEsR~ELIR,
= Each conversation is assigned to the pack whose remaining capacity it most tightly fits. HENREREASBHER—NMIEFS, Z2BEESFTElS MR,
= No conversation is split or truncated, which is a deliberate choice against hallucination. NVIDIA, 2026 - Nemotron 3 Ultra, &5 3.1.2 % ~

= |ldentical prompts are kept out of the same pack, and packs are shuffled afterwards.

NVIDIA, 2026 - Nemotron 3 Ultra, §3.1.2 ~ 38
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Template drift

= The template you train with has to be the template you serve with, down to the
whitespace.

= Render the same trajectory twice, once with a tool message after it and once without,
and you can get two different strings.

= When a tool message is appended, a conditional thinking block changes the earlier
assistant turn, and the prefix no longer matches.

"The chat template should always match the format the model was trained with."

Transformers - writing chat templates / TRL - training chat templates / 39

R
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RIS
IIERRI (ERRRVRIR DR S ERE

RE—FHNEERIIX,
?ﬁﬂ,

ENTEEBRRN, FE{BREXRENTRER assistant IR, SHEIRAFL
e,

"B RAENR N R2R SR || ZRAT(E AR RUMS VB PLEL,
Transformers - REPIXIENR ~ - TRL - IIZHIRENR ~

ARSSEHMERRER—2, EZBFHFHE—E
—REREEZETEBR, —RANE, WUEEIM N AR
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ERMRIIIZTH

I . K2 Horizon RUMRELRIZH TEMERRD) GRS, FIH)IEGSEL. ATl R

R inin ifacts \ s

eleased tra g artifa B, URSMERAEN. BRERPAIEFIREBRRkKE.
= K2 Horizon's model card has a stage-by-stage training table: steps, tokens, sequence TER-SIR5EREER) Weights & Biases IE{TiER, EIREIIABESSRRIRAHE ;

lengfch, angl What. each phase was for. That table is where the numbers on the R AN R R A,

configurations slide came from.
= |t also links the Weights & Biases run, so you can look at the actual loss curves, and it Nemotron &% T RIS ER, ARIIEGEIEFD)IZE =,

hips int diate checkpoints f tage. oo s L szl

ships intermediate checkpoin s- oreverys age | B XL L F A S ERS
= Nemotron released the post-trained checkpoints together with the training data and the

recipe. Nemotron 3 Ultra ~ - K2 Horizon ~

= Reading one of these teaches a lot.

Nemotron 3 Ultra / K2 Horizon / 40

ExRmANIIZERI4
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FURn) 1ZR 2 S =R

Knowing it worked
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1535 e ][ N E N U

: Ho.- : TOBIE T RiE A — BT — 183, ISR FRAYETT — FRERN — 1£555%
The mismatch between training and running N
DEMONSTRATED [ editA ]_[ tests pass ]_[ submit ] THRIRIS: (Al + SE—IRGwE.
the recorded one expected observation task complete
BREARBECRIIEIT: RiE B — iKW — FTREAD? ; BUSEERR —
[ same prefi BOMIL — IR,
[ — H — } ~sccsseoony VILESEMTAERE, FHAEDETR FRIE T,
ITS OWN RUN 1
lausible, differen unexpected observation 1 not in the data | e L . . e A= g —_
p t i e HEETETTRND, BERRNEN N BN T FREINNS.
= Training grades one action at a time, always continuing the recorded run. OE— AR B NI S TER R L AR, (KR H AL RIS
= Deployed, there is no recording. Every action the model takes changes what it sees next. EXFRS TR,

* One different edit and it is in a state no training run ever visited. Low loss promised

nothing about what happens there. Ross &, 2011 - DAgger /

Ross et al., 2011 - DAgger / 42
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£ BRI TIEZRPIFAS

EEEEHTHFCRI, STREREEEITIUE 20 MG, MNRRKFATE, 9
R HTERIEIRYATE.

= Before trusting any number, check that you can overfit twenty examples. If the loss will SRISTHERIE H4THELE (harness) TME(T, FH{EMRESRGIITAVESHITIRGE,

not drop, the bug is upstream.
FHIFEERRIET . BITENIREZ FUTHESR (harness) HRIRAESE

Evaluation in the target harness

* Then evaluate by running the model in a harness, on tasks with checkable outcomes.

* Read published numbers carefully. Sometimes they are the best of several harnesses. 1FEBEX D SRS ICHERE. B—ESRNEaETEHERER—MN; EES
= Match the split to the claim. Keep all runs of one task on the same side, and split by FRBBEZWEIFTCE, WRCEXS.

repository if you want to say it generalizes to new ones.
OpenThoughts-Agent, & 1 » - SWE-Gym, 521

OpenThoughts-Agent, Table 1 SWE-Gym, §5.2 / 43
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S THESRAVARE1E

FE—REFUWERINIT, MYASREUES, BHESEIZRFHIRG].
Robustness across harnesses ! - =Ex
B HUTHESE (harness) WIEEHHE, SLI0=konil|gt RpeE—FESRH

= Trajectories collected in one system teach that system's conventions along with the EITHIRERIR T £,

task.
= Collecting across several harnesses is how labs avoid training a model that only works NVIDIA, 2026 - Nemotron 3 Ultra, 55 3.1.17% ~

in one.
NVIDIA, 2026 - Nemotron 3 Ultra, §3.1.1 / 44
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BiriEz SMITERERIL
FX—HMREI T 14, BEKEEEMEEN, TEIRRENE TIXET(L,
HEESEXERIXMR, EHIIYGSRETYEHAR—REE,

ST @ ;—( ] At % = ek
* Your mixture is the control here, and balancing it by examples is not the same as R, BEHRARLARRALEITRIR AR

balancing it by tokens. Microsoft Al, 2026 - MAI-Thinking-1, % 3.5 % ~
= So evaluate the things you were not trying to improve, too.

Regressions outside the target domain

= Train on one capability and you move the others, whether or not you measure it.

Microsoft Al, 2026 - MAI-Thinking-1, §3.5 / 45
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REERERWFS (RL)

Handing off to RL

46
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How much SFT before RL

Benchmarks Average
Rank Model (training recipe) SWE-bench Verified (100) OT-TBLite Terminal-Bench 2.0 Raw Normalized
1 OT-Agent-ColdSFT+RL-8B 35.7 18 16.0 16 13.515 21.7 +1.2
2 OT-Agent-SFT-8B (10K) 24319 15.615 7914 15.9 +0.5
3 OT-Agent-ColdSFT 23716 14.8 14 6.71.1 15.1 +0.4
4 RL on Qwen3-8B (no SFT) 1.00s5 7.8 1.1 1.907 3.6 -0.9
5 Qwen3-8B 5.3 11 1.303 1.504 2.7 -1.1

= RL applied to no SFT at all barely moves the base model.
= SFT alone stops well short of what the pair reaches.

= The winning recipe starts RL from a checkpoint that was deliberately not trained to its
own best score.

"RL provides the most gains when the SFT model is selected with RL in mind."

OpenThoughts-Agent, Table 11 # MAI-Thinking-1, §3.1.4 /

B FI ZRIFE RS D BRI
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SEUFE I ZRIRES DI ERD

HE | #88 (JI15755) | SWE-Bench Verified (100) | OT-TB Lite |
Terminal-Bench 2.0 | SRS | FHYFT—HD

1| OT-Agent-ColdSFT+RL-8B | 35.7 (1.8) | 16.0 (1.6) | 13.5 (1.5) | 21.7 |
+1.2

&

2 | OT-Agent-SFT-8B (10K) |24.3 (1.9) | 15.6 (1.5) | 7.9 (1.4) | 15.9]
+0.5

3| OT-Agent-ColdSFT | 23.7 (1.6) | 14.8 (1.4) | 6.7 (1.1) | 15.1| +0.4

4| £ Qwen3-8B ##F RL (5 SFT) | 1.0 (0.5) | 7.8 (1.1) [ 1.9 (0.7) | 3.6
|-0.9

5| Qwen3-8B | 5.3 (1.1) | 1.3 (0.3) | 1.5 (0.4) | 2.7 | -1.1

TR SFT, BT RL, JLFELANEEMIER,
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Backup - Exact masking flags

FRAMEWORK FLAG BEHAVIOR

TRL assistant_only_loss=True needs {% generation %} markers; known
families get patched templates

TRL completion_only_loss prompt-completion datasets; on by default
there

Axolotl roles_to_train: default; loss on the listed roles only

["assistant"]
Axolotl train_on_eos: turn
LLaMA-Factory train_on_prompt: false

LLaMA-Factory mask_history: true

Bk FERRRUEARIRG

ANETE - I CMU B5EA - EBBISTIRE - FSE#SRE cmu-agents.com

the EOS of each trained turn is in the loss
default; prompt tokens masked

last turn only; truncation keeps the final
turn
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TRL | assistant_only loss=True | Z {% generation %} txic; EIERFISXIHE
o TIERN

TRL | completion_only_loss | BFiRR~A— IR, LIRS FEIAFT
=

Axolotl | roles_to_train: ["assistant"] | BRIAE; (XXFIEAEITERS

Axolotl | train_on_eos: turn | /NF)I18RE0XAY EOS EBIT N3RS

LLaMA-Factory | train_on_prompt: false | BiAE; BRERITTESBER

LLaMA-Factory | mask_history: true | (Vi REG—45; HEFHREERE—1

& PDF 50 | J&mT 49


https://www.cmu-agents.com/slides/lecture-08-sft.pdf#page=49

	1. 智能体的监督微调
	2. 今日内容
	3. 一条作为记录数据的轨迹
	4. 更新智能体的方法
	5. 轨迹教会智能体什么
	6. 完整训练流程
	7. 强化学习之前的冷启动
	8. 并列比较监督微调与强化学习
	9. 本课程的训练主题安排
	10. 将轨迹表示为词元序列
	11. 应用于轨迹的聊天模板
	12. 哪些词元参与损失计算
	13. 掩码如何构建
	14. 不同框架中的掩码控制
	15. 轮次结束词元
	16. 对推理区块应用掩码
	17. assistant 轮次内部的权重分配
	18. 样例数与词元数
	19. 轨迹监督中的开放问题
	20. 选择轨迹
	21. 轨迹来自哪里
	22. 从更强的模型进行蒸馏
	23. 轨迹数量与饱和
	24. 成功轨迹中的不良行为
	25. 按轨迹形态筛选轨迹采样
	26. 选择教师模型
	27. 任务来源
	28. 扩展数据规模
	29. 讨论：哪些轨迹应进入训练集
	30. 一种格式适配多种数据集
	31. 智能体数据集之间的异质性
	32. 一种轨迹表示方式
	33. 针对特定执行框架进行渲染
	34. 多样性与任务专用数据
	35. 运行训练
	36. 真实的 SFT 配置
	37. SFT 期间的专家路由
	38. 打包完整对话
	39. 模板漂移
	40. 已发布的训练工件
	41. 判断训练是否奏效
	42. 训练与运行之间的不匹配
	43. 在目标执行框架中评估
	44. 跨执行框架的稳健性
	45. 目标领域之外的性能退化
	46. 交接至强化学习
	47. 强化学习之前需要多少监督微调
	48. 问答
	49. 附录：精确的掩码标志

