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Agent context growth
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Quadratic input from linear history growth

inputy = fixed prefix + history before call t

Call2 11K
Call 3 16K
Call4 21K
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6K cumulative

17K cumulative

33K cumulative

54K cumulative

80K cumulative
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‘input, = fixed prefix + history before call t’,

J[RPDF 23 /541

AR 1: 6K; Fit 6K, 1#A 2: 11K; Fit 17K, #A 3: 16K; Fit 33K,

FA4: 21K; Fit 54K, g 5: 26K; Fit 80K,
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Agent prompt composition example

) 9% 20% 37%

System + tools Reasoning Tool calls Tool results

77,922 mean tokens per session across 1,500 OpenHands sessions
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Aot + TR 23%; R 9%, #H# 9%, TEERA 2%, TEER 37%.
£ 1,500 4> OpenHands 21&F, B81M21&FY 77,922 NATT.
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BE: HEREAERMFILE? TR L TERGE, MERIDA)IZsm,; FEH

FUESE.
Two long-context challenges e RBERIAPTRSIRARARSS? TR, KV T, ERTIEERIN
P SEER.

Capacity Efficiency

Can the model use the needed evidence? Can the system afford to serve it?
Architecture, position encoding, and training shape Attention, KV memory, caching, and compaction
usable context; evaluation measures it. shape cost and latency.
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LLM 32

LLM inference

LLM #EI8
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BR (R + &=246) — EE=s (BAY. ftbIE, BRA) — R (LEERER
V&) — EFEe (BLE—ME) — Wi (RIVET) .

KV &7 BEAFHRFEMNEKAFANRE, EFEEHEEFEN,
DistServe - Zhong &, OSDI 2024 ~

Elements of the serving stack

Prefill Decode
RequeSt Scheduler all prompt positions one new position per step Response
prompt + d queue - batch - d ) streamed
controls route

tokens

1 write & persistent per-request state  § read + append
- J

DistServe - Zhong et al., 0SDI 2024 ~
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REWMBERYIEDT: FUETEMERAMIE X1, X2, X3, ..., Xn ; BEIGFIRTCRERDAERL Y1\

Yz
Inference phases o

BIRERR KV RS TERASMERNETE KV, BIERERRESR KV
| FEHIRTTEM K, V.
tokens processed n u u . n N N

FuEse: itEEELR, ERERETKEEK.
RS InFiTERAFEFR RS, 810 mHRTEE—S.
| =] TRIETS / SRRGHTIERY - DistServe, OSDI 2024

Prefill: compute-intensive; latency grows with prompt length | Decode: sequential and memory-bandwidth-intensive; one step per
output token

Prefill/decode execution model - DistServe, OSDI 2024
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BERENAERSTRER, FAEENTT, BRORERTT 2. 3. 4.
TTFT: MIEKENAZIEHMATcRIATE, TPOT: stz ERYERR.
FItE: BremAaTcaEERe + A,

BN BINTTT + BN + BT,

[ e TTFT 55 TPOT MBS - DistServe, OSDI 2024
1

Serving metrics

® ©® © ©® ©®
| ||
TTFT TPOT
arrival — first token gap between output
tokens
Throughput completed tokens or requests <+ wall-clock time Cost input + cached input + output token charges
TTFT and TPOT phase decomposition - DistServe, OSDI 2024 / 9
AZ 51;—
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BMgss: Q= XWQ, K=XWK', V=XWV,

RfoESher' attention EEBEFE: A = softmax((QKT + M) /Vdk)', 'O = AV', TIIASE; FR&#H

PR
Keys S X € R™, HAg t1TRETIRE 2z, N\ g k. vy D3IFR Q.
Linear projections . K. VEYT, d 285, Zj<i i My=0, &l 'M; = -oo,

Q=XWq, K=XWg, V=XWy

NN
EEEm
A= softmaX(QKTT—i_M> ) O=AV .....

k

HEEEEE

. Visible history Future masked
Notation: X € R™ has token-state row z; lowercase q;, ki, v denote rows of Q, K, V; dx is key width; M, = 0 for j < i and —= otherwise.

Causal self-attention

Queries

10
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ERIRE: Zk GPT-4 AR L FIOKEMMERE FH{TSHLaR. El: £
TKE (ATE) . 1K 10K 19K, 28K, 37K, 46K, 55K, 64K, 73K,

Advertised vs. effective context 82K. 91K, 100K. 109K, 118K. 128K, ISR : BLETFSRIFIGREE, M
STRSTREBEISCRAESE: bR 25%. 50%. 75% STRSRES.

Asking GPT-4 To Do Fact Retrieval Across Context Lengths & Document Depth

Top Of J— N —_ N
REFTIOBVEE: 0%, 50%. 100%; EFHRERIEREELE 0%, 40%.
55%. 65%. 85%,
GPT-4 retrieval accuracy
Ing:mn started to degrade at large
context lengths when the fact o NP NN N
'{ i ko fitE: SETXRK, BELETXEFRER 10%-50% ZarY, GPT-4 A9aZE
Placed Fact » 50% ;ﬁﬁﬁ’—_‘gﬁtﬁ—lzlz%o
Pocurment .. o
GPT-4 KiEt55H¥ - Kamradt, 2023 ~
el FE / SFRENES T
T g?au;qcy | BRPIERREFR), SR HFSEMEFIINNXRERERARE BN, FMELEETE
Document K 10K 19K 28K 37K 48K 55K 64K 73K 82K 91K 100K 109K N8K 128K %EBEO
-—— Context Length (# Tokens) _—
GPT-4 needle-in-a-haystack evaluation - Kamradt, 2023 ~ "
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Architectures for long context
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Standard attention is global

Keys

. Visible history Future masked

Queries

Typically, attention makes pairwise comparisons across the entire sequence.

INEEENEERAY
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IWEETENERESER T EERHTAMNIR. ErirE: &, Ji5. JIlH5H
SB. RKREFH.
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FERTEREEEEEEF— M XNEERTFE.

Local modeling RS AR B A : "O(n2) — O(wn)',
W EBHEOAN; M w REHE, TIERKE n Sk,

Local computation only considers a constant subset of the other data.

Pairwise-comparison cost

O(n?) — O(wn)

w is the local window size; for constant w, work is linear in n.

14
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Periodic global access in hybrid models

Local 1

cheap state update

J

.

Local 2

cheap state update

J

-

Local N

cheap state update

J

EaEEFRIETEERRE
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\.

Global

retrieve from full history

N x local computation - 1 x global computation - repeat

15
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BEB 1. BEB 2. ... .58 N: AR SEH, £B: M
‘N x FEitE — 1 x 2FitE - &S

—
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Long-ConteXt hybrid arChiteCtureS Qwen3.8-Flash-Next | Gated DeltaNet | QSA FIFRIEER | 36:12 = 3:1,
GLM-5.3-Flash | Kimi Delta Attention | DSA + IndexPool | 34:11 = 3:1,

Model Local / stateful calculation Global calculation Local : global o o . .
Kimi K3 | Kimi Delta Attention | #8%; Gated MLA | 69:24 = 3:1,
Qwen3.8-Flash-Next Gated DeltaNet QSA sparse retrieval 36:12~=3:1
R . — A-
GLM-5.3-Flash Kimi Delta Attention DSA + IndexPool 34:11=~3:1 Nemotron 3 Ultra | Mamba-2 | 8% GQA | 48:12 = 4:1,
Kimi K3 Kimi Delta Attention dense Gated MLA 69:24 = 3:1 Ininng—SmaII | 512 {FE7TtE O | *JE]"E' GQA | 35:7 = 5:1
Nemotron 3 Ultra Mamba-2 dense GQA 48:12=4:1 — N o
DeepSeek-V4-Pro-0813 | 128 {H;xE A0S | E46MHH: / T35, RiEHD .
Inkling-Small 512-token window dense GQA 35:7=5:1
DeepSeek-V4-Pro-0813 128-token window branch compressed sparse / dense interleaved branches ;E;E%E?§ Qwen~ GLM~ K|m|~ NemOtron~ Inklmg~ Deepseeko

Qwen / GLM / Kimi # Nemotron / Inkling # DeepSeek / 16
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EMEOEEA.
: : ZEEEIEEIMREL,
Four recurring mechanisms AR
wEEEN.
= Sliding-window attention KV E48,

Linear attention or recurrent models

Sparse attention

KV compression

17
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EEREOD: Myw) =0, H'0<i-j<w,; FUA -,
Sliding—window attention ERERNEENAIN, TIEEM O(n?) X O(hw)',
BERETZEERRTAIFETT.
BN EIRBINRARMUELRNA W Fr. BEx: JWESRHE, A% / KK,

Keys

Causal window mask

@ _ 0, 0<i—j<w
K —00, otherwise

Longformer - Beltagy &, 2020 ~

Using the same attention equation, work falls from O(n?) to O(nw).

A local layer cannot directly retrieve distant tokens.
Visible local Outside window /
history future

New variable: w is the number of causal positions retained by each query.

Longformer - Beltagy et al., 2020 ~ 1

BsIEHIERES]

AAETIEX - I CMU BHIEA - IEEIRIARIE - FUARHKES cmu-agents.com Mg PDF18 | R 18


https://www.cmu-agents.com/slides/lecture-03-long-context.pdf#page=18
https://arxiv.org/abs/2004.05150

CMU Al AGENTS / ShZExdfBZ Sk
3 3 - FeelReeh 2: KETFTXERAN ETERE

EN / R EHSRR - (RIFREF

Softmax attention

. Softmax Linear DeltaNet Gated DeltaNet KDA
2 3 4 5

Normalized causal score

Past representation - exp(th k;/\/dy,)

q t T i
Growing KV cache > exp(q/ ki/Vdy)
Retain every prior ki: V;; compare gz with Read from explicit values
every ki.
t

explicit token-level access - O(t) decode o = E Qi
comparisons ;

1=

New variable: a;; is the normalized causal attention weight from query t to key i.

Attention Is All You Need - Vaswani et al., NeurIPS 2017 /

Softmax JI=

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com
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FiEE#E: 1 Softmax — 2 Linear — 3 DeltaNet — 4 Gated DeltaNet — 5
KDA.

Softmax FERUAREFTAESAIN ki v, F8 a0 SEA K B BRI
RS, REIGE 't HBE O RELE,

JA—CERDEL: "au = exp(qerk; / Vdk) / L=t exp(qcTk; / Vdk)'; B0EEYE:
\Ot = 2=t ativi\o

T E: ay 2EE t 2 T PNA—HERFEINE,
Attention Is All You Need - Vaswani &, NeurlPS 2017 ~
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Linear attention

. Softmax . Linear DeltaNet Gated DeltaNet KDA
3 4 5

1 - Start from standard attention

t
o = Z softmax; (th ki/+/ dk) v;
i=1

Past representation

2 - Replace normalization with a bilinear score

softmax; (th ki/ \/dk) — th k;

Fixed matrix state

St stores an online mapping from keys

to values.
3 - Reassociate, then update recurrently

t t T
0y = Z(q;kz)vz = (Z kwf) @ =S a

i=1
St = Stfl + kt’UtT.

additive writes - interference is not
explicitly erased

Key step: replacing query-normalized softmax weights with bilinear scores lets us reorder the sum. S; € R%" stores that fixed-size recurrent memory.
Transformers are RNNs - Katharopoulos et al., ICML 2020

TR
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FiEE#E: 1 Softmax — 2 Linear — 3 DeltaNet — 4 Gated DeltaNet — 5

I1Z2R

KDA,
1- MmEER A o = X' softmaxi(qctk; / Vdk)vi',
2 - BIF— BN DEL: softmaxi(qeki / Vdk) = qcTk

3 - EES, BIFEH: o = zi=‘lt(q{|_ki)Vi = (2" kiViT)qt = Stht\; S =
Se-1 + kv

EEAEFERE S (REFEEIERELIRGT, BEINEBAN, FHASHKEIVERR,

RELE: BEIRIF—A softmax INEERANEGMHEE, TLAEFHZIK
M. 'S € RYY (RIFEIEX/NRIEIMTIZ,

Transformers are RNNs - Katharopoulos &, ICML 2020 ~
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FiEE#E: 1 Softmax — 2 Linear — 3 DeltaNet — 4 Gated DeltaNet — 5
KDA.

ICIZF: EENZRIRER, AEREARMNIRE, AT TEFIIMRNELE.

FRUSIRE: Ve = STk "€ = ve = ¥

DeltaNet

@ softmax @ vinear @ oeitanet \ Gated DeltaNet . KDA
Delta #IMEN: 'S, = Si-1 + Bt keeT; #itH: o = Stht\o
Memory operation Prediction and error e ke MIE;, TXICIZHEIRE. FiEE: V. SIENCIZTN; o B2HIRE
Targeted correction b, = ST ki, e = v — b, ; Be € [0,1] RIEIEEE,
Eﬁfyd iii‘f,fe“diﬁ?ij Zsrfgir,ation’thenwrite elta-rulerite Linear Transformers Are Secretly Fast Weight Programmers - Schlag <,

Si =S+ Bikiel,  o=5q ICML 2021 ~

correct along k; - unrelated memory
persists

New variables: v¢is the current memory prediction; e is its error; B¢ € [0,1] is the correction strength.

Linear Transformers Are Secretly Fast Weight Programmers - Schlag et al., ICML 2021 ~ 21

DeltaNet
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FiEE#E: 1 Softmax — 2 Linear — 3 DeltaNet — 4 Gated DeltaNet — 5
KDA.

Gated DeltaNet STIBME: AR,

. Softmax . Linear . DeltaNet . Gated DeltaNet KDA %MS)I*%Q\E;EJZ \St-1 = O St-1\; g;ﬂﬁﬁy‘-l//fi-* EEES%W1I§IE°
FREHHETE: 'S = Ser + Bku(ve = STk

New operation Whole-state decay \at\ : é%{%% ; \Bt\ : Eﬁéﬁiﬁo %EQE : \a E [OI1 ]\ %*ﬁ%{%% rj ; \St_1 Q /_\EEE
LB Si1 = i RBIBHEIZ, & o = 1" BTATAJR DeltaNet,

Decay the entire memory before Correction after decay .

applying the same targeted correction. Gated Delta Networks - Yang %, 2024 ~

~ ~T T
St = Si—1 + Bik: ('Ut - St_lkt>

a.: global retention - B.: targeted edit

New variables: a: € [0,1] is a scalar retention gate; S¢1 is the decayed memory. Setting a: = 1 recovers DeltaNet.

Gated Delta Networks - Yang et al., 2024 7 2

Gated DeltaNet
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FiEE#E: 1 Softmax — 2 Linear — 3 DeltaNet — 4 Gated DeltaNet — 5
KDA.

FHME REEES, IIRTENEMFEHREECRICIZES, HRERE,
R THEREREEMELE.

miEE=R: D, = Diag(a); Si1=DSi1,

Kimi Delta Attention

. Softmax . Linear . DeltaNet . Gated DeltaNet . KDA

KDA E?&: \St = (I - BtktktT)DtSt'1 1P BtktVtT\o

New operation Per-channel decay

Channelwise forgetting D, = Diag(ay),  Si1=D;Si1 WEE: a € [0,1]C Z2EERE]; D SEXIHEEMR; T2 d° x d° BsE
Give each key-space feature its own KDA recurrence B$o ﬁﬁﬁﬁﬁﬁ%%@ﬁl)ﬂﬂﬁ@ Gated DeltaNeto

memory lifetime.

fine-grained retention - same targeted Sy = (I o ﬁtktk;—)DtSt—l + Btktv; Klml Linear / KDA - Klml Team: 2025 ~

correction

New variables: a; € [0,1]% is the vector retention gate; D is its diagonal matrix; | is the di X di identity. Equal retention in every channel recovers Gated DeltaNet.

Kimi Linear / KDA - Kimi Team, 2025 / 5

Kimi Delta Attention
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Sparse attention

Fixed pattern Content-dependent
Keys Keys

Input-independent . Query-specific

Visible keys . . Visible keys
. . d

8™ = TopK;<; 9(gi, kj)
Predictable cost; the pattern cannot adapt to . . Adaptive retrieval; selector errors exclude
the query. . .. relevant keys.

Fixed Outside pattern / Selected Not selected /
pattern future history future

Sixed — {5 <iii—j <w}U(GNI[L4])

Queries

Queries

Both renormalize over the retained set

T
Aij = SOftmanegi (l—J) , 0; = Z Aij'Uj
Vi jes;

New variables: G is a fixed set of global positions; g is a learned selector; |$4"| = K.

Fixed local + global pattern - Longformer, 2020 #  Content-dependent top-K - DeepSeek Sparse Attention, 2025 /

B LR
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EERI: SEMATLX. AITRNAA, ERAFNEEEE, S ={<iti-]j
<w} U (GN[1i]),

HEASIRIL: sPIRAEIERINE, BENER, (BikEssaxahiE
R, S = TopK;<; g(qiky)

—EERERBES EEHIA—L: \Aij = SOftmanESi(qiTkj /Ndk)', "o; =

MRE: G REENEBRMESS. 9 BFIBERRERE:S. (S =K.

EEBER + £BtET - Longformer, 2020 ~; {KEHNEHI Top-K - DeepSeek
Sparse Attention, 2025 ~
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KV compression

Values

BN

Keys

PPN A

--[0000000

GQA - Ainslieetal., 2023 ~

AL S A9

BOICR 2

KV E48

NNNY Cached During Inference
Multi-Head Attention (MHA) | Grouped-Query Attention (GQA) | Multi-Query Attention (MQA) ! Multi-Head Latent Attention (MLA)
Multi-Head A 1 Q A o= A M = A

Rl /A7
Rl A/ A7,
YASIASA S
7
SIS

R VA

BLLERY /A7,
ALY,

7
Rt /7777,
7

\
\
\
AN

:‘.-""
— .
— .
—
 I—
—

MLA caches the latent and reconstructs head-specific keys and values

W K W, ol Wi

New variables: ¢V is the cached latent; h indexes heads; W° compresses and W, W’V recover per-head K,\V.

Attention comparison and MLA - DeepSeek-V2,2024 ~

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

Latent KV

ZH / P3GEX - 5 1/1 85

MLA EFEZE, AEEREIR

WUK(C KV -y () = WUV KV

MRE: o BREFHIRARE,
WY BTRES KR K V.

GQA - Ainslie &, 2023 ~; ;

J= PDF 5 25 /54 @

NLERBIEIE. oV = W'z, k™ =

‘h FEENLEFRS], WP BFE4s, WUC

FFENHES MLA - DeepSeek-V2, 2024 ~
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]1E%5 S il S v i

Training long-context models

26

il

7K LR
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Short-to-long training

Short pretraining Continued training Long adaptation

abundant data - lower cost long documents - packed task traces - synthetic curricula
- sequences —

4K-8K 32K-128K 128K+

FFERIHSAY) |15

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com
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ZH / 3GEX - 5 1/1 8B

LTI SUEFRR. RARK, KEJ 4K-8K,
drep)lég: W3, FTEFS, KEJ 32K-128K,
KETERS: ST, GRGRIE, KE 128K+,

J= PDF 55 27 / 54 @
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Absolute positional encodings

Input to the first layer

2y = Elxy] + py

token state position vector

+

E[Xt] pt Fixed sinusoidal encoding

proe =sin(t/we),  proer1 = cos(t/we),
New variables: . is a token ID; E is the embedding table; p: is the positional vector; £ indexes sinusoid pairs.

= Position enters before the projections that produce Q, K, and V.

= | earned absolute embeddings have a fixed table; sinusoids define positions analytically.

Transformer positional encoding - Vaswani et al., 2017 #

SN OUVA= T

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

wy = 10000%¢/4

28
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BMNFE—R 'z = Elx] + pes

BETIAE Elx] SAERE pe 80,

BEIEEZMRIS: pud = sin(t/wl)’; "puzla = cos(t/wd)’; "wl = 1000024/,
MEE: x. At ID; B 2B]|AK, p 2UBM[E; U R5I1ERX.

VEERBEEN Q. K. VBURRZRIINA. FIBRARERNERREESR, 1E
SRR ELAET D NE X M.

Transformer positional encoding - Vaswani &, 2017
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Iese Q. KAYT: 6i = Ri)ai'; 'K = Rk
Rotary position embeddings (ROPE) EBR NP EEUATENRE: qlTk = iTR(J_|)k]' o
WIZE: RU) B— 10 RImEE, HT4%EkmN to.
Rotate rows of Q and K V REAZ; TRNOERERAI, B QR K Bk,

Gi=R()a,  kj =Rk RoFormer - Su £, Neurocomputing 2024 ~

The score depends on relative displacement

Relative angle ‘L’Tkj =g/ R(j — i)k;

J i

New variable: R(t) is block-diagonal in 2D rotations with angles o

= Visunchanged; attention uses the same equation with rotated Q and K.

RoFormer - Su et al., Neurocomputing 2024 » 29

I EERAN (ROPE)
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No positional encoding (NoPE)

Input to the first layer

( N
token state only model layers 2 = E[‘”t]
— ca usal Attention equation is unchanged
E[Xt] order K"+ M
A = softmax Qi—'— , O =AV
. J Vdj,

= Orderis inferred from causal computation or recurrent dynamics—not from p: or R(t).

= This removes position extrapolation, but not the need to train long-range behavior.

NoPE length generalization - Kazemnejad et al., NeurlPS 2023 #  Kimi K3 - NoPE with recurrent KDA /

FTEmRIS (NoPE)

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com
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BIANE—ERERITIRES: 'z = E[x]; SEEEERIRFLIE,
FBIARAZE: A = softmax((QKT + M)/vVdk)', 'O = AV,

I ER SR BB sNSHERT, MARHE p 8 R(Y) B4, BIRAEINERR
, BBIGIKIE T/,

NoPE EiZ{t - Kazemnejad &, NeurlPS 2023 ~; Kimi K3 - {#FH1E¥R KDA
AY NoPE ~
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f)llZs5erE: 0 2 L, BiweRE: 0 F L' =sL.

Position interpolation GEFBREROIBNL 't/ SIPSEIRIE ¢,
YSRIEIEE: RE) — RWt/s), ST 6, — 0/s.

Pretraining range Target range g Ll L 93lRRESBEFLER, s=L/L,
° L ° - FiS RoPE HEISIRiERIMBINE T s fifl; RATB (34T |48 Mg araass
E)

evaluate target position t using the familiar phase t/s
. . . Position Interpolation - Chen &, 2023 ~
Uniform position interpolation
R(t) — R(t/s) equivalently 0, — 6;/s

New variables: L and L' are original and target limits; s=L'/L.

= Every ROPE dimension is stretched by the same scale s.

= Long positions stay inside the phase range observed during pretraining.

Position Interpolation - Chen et al., 2023 # 3

M EHE
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YaRN

Long wavelength interpolate fully

Middle bl

Short wavelength keep local phase
T

Frequency-selective interpolation
’ 0,
942(1—’Yz);+w91, 0<% <1

Attention-temperature adjustment

QK"+ M
A = soft == 7)), JVi/r=01lns+1
S0 max( v /T ns-+

New variables: y,ramps from 0 for long wavelengths to 1 for short wavelengths; T is attention temperature.

distinctions.

YaRN - Peng et al., ICLR 2024 /

Long-wavelength dimensions are interpolated; short-wavelength dimensions preserve local

The temperature correction counteracts attention-entropy drift at larger extension scales.

The published formula for T was fit on LLaMA models; it is a recipe, not a universal constant.

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com
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ERIREHEE: KKKEDTEBE, PEEDES, RKKRERIEAL
0= -y)O/s) +yO, HF 0<y <1,

FEREEE: A = softmax((QKT + M)/(tvdk))'; 1/t =0.11Ins + 17,
PR Yy MKIRKLR 0 SiEEEREKAN 1; v BEFENEE.
KRKEEHITIRE, RRIKEEREBEHRXA,

REBIERTREEXY ELLA TR IR B ER.

BAFRR T ATVEE LLaMA =8 FHG1EEIRY, B—MRMENE, AESER

YaRN - Peng &, ICLR 2024 ~
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Model-specific extension paths

Context-length training Position method How it reaches maximum context
Qwen3.8-Flash-Next 262K native; full curriculum undisclosed partial RoPE YaRN extension to 1M
DeepSeek V4 4K— 16K = 64K = 1M partial RoPE progressive training + YaRN
GLM-5.3-Flash 1M native; exact curriculum undisclosed NoPE in main attention no RoPE rescaling
Kimi K3 8K — 64K = 256K = 1M NoPE progressive training to 1M
Nemotron 3 Ultra 1M long-context CPT; SFT to 512K implicit order in Mamba; no RoPE trained/evaluated at long lengths
Inkling 1M context; curriculum undisclosed relative position embedding learned relative representation

Qwen / DeepSeek # GLM ~ Kimi # Nemotron 7 Inkling / -

FRE MR R

ANETE - I CMU B5EA - EBBISTIRE - FSE#SRE cmu-agents.com

JR PDF 333 /54 1

ZH / P3GEX - 5 1/1 85

RE | EROKE)IE | (LETSiE | RBIE&EK ETMARIGT

Qwen3.8-Flash-Next: JR4E 262K; SEEEFIEARIKEE | #B% RoPE | ®id YaRN
TEE 1M,

DeepSeek V4: 4K — 16K — 64K — 1M | 84> RoPE | #m#i)llZk + YaRN,
GLM-5.3-Flash: JR4E 1M; FEHRIRIERIKEE | Ei£=179 NoPE | 481 RoPE,
Kimi K3: 8K — 64K — 256K — 1M | NoPE | #iHi)II4Z 1M,

Nemotron 3 Ultra: 1M T3 CPT; SFT & 512K | Mamba FfaxXFERIRE
; 75 RoPE | TEF5I L% / 4.

Inkling: 1M EFX; REERIKEE | AN UESRAN | ZIEIUERIE.
kiEsEE: Qwen, DeepSeek, GLM, Kimi, Nemotron, Inkling,
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KXIS: SWiER, SEPRE. BE. SFEMEXEER.
FTEHG: WAARS, ¥Es, BLFNERIItRESTIR.

Long-context data examples
eI 1750 + W, g KBRS, WSIRERA TEGEA.

AL z gy, 42 ST Yk =
HE R SR SRS SRES: KRR, BIHE IS E SR RIE.
coherent natural structure high token utilization

Books, codebases, repositories, and multi-document corpora. Efficient, but boundaries and cross-example leakage matter.

Agent trajectories Synthetic tasks

actions + observations controlled dependencies

Teach long-horizon recovery, state tracking, and tool use. Place evidence and distractors at designed positions.

34
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Long-context data mixtures

Model Natural long data Constructed supervision Length curriculum
Kimi K3 cleaned, upsampled documents + video permuted multimodal subtasks with evidence across the full 8K — 64K — 256K — 1M
context
GLM-5 documents; repository files, issues, PRs, and synthetic dependencies + agent trajectories 32K — 128K — 200K
diffs
Nemotron 3 Ultra  long-document QA multi-document reasoning, sequential scans, synthetic tables 33B-token 1M CPT; SFT to 512K
DeepSeek V4 scientific papers + technical reports agentic post-training after long-context pretraining 4K — 16K = 64K = 1M

The shared recipe is coherent long sources + tasks whose answer depends on distant evidence + progressive length growth.

KimiK3 #/ GLM-5 /7 Nemotron3Ultra # DeepSeekV4 » 35

KIETHIRERS

ANETE - I CMU B5EA - EBBISTIRE - FSE#SRE cmu-agents.com
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RE | BAKNAYE | BIEIREES | KERE

Kimi K3: iEIEEF EREFRISE + T | BSHEAD E T XRIERSIESTESS |
8K — 64K — 256K — ™,

GLM-5: 15, BN, W, PRIIER | GRKERR + EaEIRNIL |
32K — 128K — 200K,

Nemotron 3 Ultra: <SCRAIFE | S30REIR, IRFRITRE. BAEIS | 338 i85
B9 1M CPT; SFT Z 512K,

DeepSeek V4: RIZIEN + HARE | R ETIT0)IL
4K — 16K = 64K — 1M,

HEME: ERIKXAFRR + ERETIERIEHERES + BLEIIFIHKE,
XEpEE: Kimi K3, GLM-5, Nemotron 3 Ultra, DeepSeek V4,

AYERERTURIII

SWiE PDF 35 | &R 35


https://www.cmu-agents.com/slides/lecture-03-long-context.pdf#page=35
https://arxiv.org/abs/2607.24653
https://arxiv.org/abs/2602.15763
https://research.nvidia.com/labs/nemotron/files/NVIDIA-Nemotron-3-Ultra-Technical-Report.pdf
https://arxiv.org/abs/2606.19348

CMU Al AGENTS / shsitf B IR R PDF 55 36/ 54
55 3 - EeeiAge 2 KETFXERAN LT ER

EN / ZEXERRR - (RFEE ZH / ®3OFEX - 5 1/1 89

HigEWE: O(hdY/P).,

Context parallelism EESHPTENER.
RI{EE: O(nxd"); XEEHITE, FEERITE

[ Blocse ] [ Blockwise ] [ Blociise ] [ Blockise ] Ring Attention - Liu £, 2023 ~; Megatron EFXH4T ~

FeedForward FeedForward FeedForward FeedForward

———————

" Queryt ! Blockwise Blockwise Blockwise Blockwise
a : Y Attention Attention Attention Attention
8 P : I
— ]
£ oQuery2 o | P P RN P N I,
(@] VL ! 1 I 1 1 1
g ------- 1 Keyt 1  Key2 1 Key3 . Keyd
8 1 Q 3 I [ ! | 1 [ 1 | !
ue e s I s I g
: ry y T mmms I’ ————————————— \ | T !
Pt . Valuel + |, Value2 ||, Value3 1 | , Valued 1
| 1 [} I 1 I [} ! | 1
v ! Query4 1+ T T T | TTooooo o TEmmmms T m e
VL AL L ! compute, send to receive from
next device previous device/
_______________________________________ .’
Key and Value Inner Loop
Memory / device O(nd./P) Communication overlapped with block attention Total work O(n?dy) - exact, not sparse

Ring Attention - Liuetal.,2023 # Megatron context parallelism ~ %6

EFT
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Prompt and KV caching

37

REEFS KV &7
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KV caching during decoding

v
tool result returns as
Call2 output J¥ .
l new input
g h bl fi
Call 3 new input / the reusa gpre ix
I keeps growing
4

Within a call: output tokens extend the KV cache during decode. Between calls: the tool result returns as new input; after prefill, it joins the

@B cached input @ regularinput @8 model output tool result

create prompt KV;
‘ decode output

reusable prefix.

KV and prompt-state reuse - Prompt Cache, MLSys 2024 38

FRTOHBIEIRY KV &=

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

[ PDF 55 38 /54 1@

ZH / 3GEX - 5 1/1 8B

Efl: BEmA. B8N, E2EH TRER,

AR 1 FaA - il - TREER, SR KV, FiESHL.

B 2: BFERIR — I — Wl - TRER, TRER(FAFHANIRE,
AR 3: ERAEFRIR — FiA — Wl — TREER, ISR,

—XERA: BHETRERESHET B KV &5, AEEAZE: TEERAF
FFMANERE; TR, ERMATSRRIZ.

KV SI27-IRESEHR - Prompt Cache, MLSys 2024 7
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Empirical benefits of cache reuse

1000 Per-call cost vs reuse count: prefill-from-scratch vs KV-reuse
Compute (CPU) Cache (CPU)
H Compute (A40) Cache (A40) "
800 H Compute (RTX4090) Cache (RTX4090) 10
Cache advantage

— : in CPU g
2 600 : 5
2 T
o p

s : ‘A Cache advantage & 1w
2 °
T 400 A4 §inAd0 g
H A Cache advantage 2
H i in RTX 4090 °

200 ' :
Y v
107!
0
0 500 1000 1500 2000 2500 3000 100 10! 102 10°
Token length reuse count N (number of agents / queries reading the doc)
Prompt Cache Can | Buy Your KV Cache?

Compute grows faster than loading cached attention state; the crossover depends One-time prefill is amortized across readers; per-call cost approaches the reuse-step
on hardware. floor.

Measured physical cost and provider API price are different quantities.

Prompt Cache - Gimetal.,2024 # Can | Buy Your KV Cache? - 2026 /

EFE R

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

39
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Prompt Cache: I+EMANERKRTIEEEFITIINSHIAS, XX RBURATHE
.

Can | Buy Your KV Cache?: —RMFUEFRMAHZ MENESHE; SIXERY
AR S FE BRI TR,

SRR AFIIRSS RS APl MERARRVE.
Prompt Cache - Gim &, 2024 ~; Can | Buy Your KV Cache? - 2026 ~
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B8 | ZEFEA | EREA | Wt (35T / 851E5T)
DeepSeek V4 Flash: $0.007-0.014 | $0.22-0.44 | $0.66-1.32,

Cached-token API pricing

GLM-5.2: $0.26 | $1.40 | $4.40, KimiK3: $0.30 | $3.00 | $15.00,

Model Cached input Regular input Output

DeepSeek V4 Flash e $022-0.44 5066132 GPT-5.6 Luna: $0.02 | $0.20 | $1.20, GPT-5.6 Sol: $0.40 | $4.00 | $20.00,
GLM-5.2 50.26 5140 $4.40 Claude Opus 5: $0.50 | $5.00 | $25.00,

Kimi K3 $0.30 $3.00 $15.00 .

- oo e o MHEEEL: 2026 £ 8 B30 B, BfF ISEE/ GohER; ARSI
GPT-5.6 Sol $0.40 $4.00 $20.00 %ﬁ-ﬁ_§° DeepSeek IZ[EH: 5|E_|%_Ul§§_|%_ﬂ]&°

Claude Opus 5 $0.50 $5.00 $25.00 fRyEE: DeepSeek, Z.Al, Kimi, OpenAl, Anthropic,

USD per 1M tokens - prices checked Aug. 30, 2026
“Cached” means a cache read/hit; cache creation may be billed separately.
DeepSeek range: off-peak-peak.

DeepSeek # Z.Al #/ Kimi ” OpenAl # Anthropic 7
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Paged KV-cache allocation

Physical KV blocks

(on GPU DRAM)

Request | Prompt: “Four score and seven years ago our” Block 0
A Outputs: “fathers” — “brought’ — ... o) o)
Block 1 years ago

@
our | fathers
Logical KV blocks Block 2
® ® ® ® Block Table
Block 0 | Four | score and | seven - Block 3 %rought
Physical block #filled
0] @ @ number
Block 1 | years ago our fathers R o @1 Block 4
% [o]] (D3 _, 1@
Block 2 | brought EN o o Block 5
Block 3 _ — Block 6
Block 7 ®Four G)scone and ®se\/en

Block 8

Block-table translation - vLLM / PagedAttention - Kwon et al., SOSP 2023 ~
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B3R A BUtE7~:  'Four score and seven years ago our fathers’ ; #iH:
‘fathers’ — ‘brought’ — ..,

Z48 KV $3R: Block 0 €& Four, score, and. seven; Block 1 && years,
ago. our, fathers; Block 2 M brought 7, /5% Block 3 A%,

s YIIRHURE . SiE7REL I8 GPU DRAM A9 KV $2LL Block 0-8 fRE
; TNREGZERMSTEWIER, HUAEERRTTHICRAAE.

HREEHE - vLLM / PagedAttention - Kwon &, SOSP 2023 ~
FE / SRSGERES T
BRI BIRSTHEFRITHEE SREGRE TAS AW, RERRIEERREIRS.
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RadixAttention prefix sharing

(3) (4) (5)
You are a helpful assistant. You are a helpful assistant. You are a helpful assistant.
User: Hello!
Assistant: Hi! E
User: Hello! User: What can you do? User: Hello! User: What can you do?
[:bj Assistant: Hil Assistant: | can ... Assistant: Hil Assistant: | can ...
User: Solve this problem ... [j Ej
Assistant: Sure! ... ) . .
User: Solve this question... User: Write a story ...
D Assistant: Sure! ... Assistant: Sure! ...

a 0

3 - Match 4 - Split 5 - Evict

reuse prefix, append suffix share the common prefix remove an LRU leaf

RadixAttention operations (steps 3-5) - SGLang - Zheng et al., 2023

RadixAttention BIZRIE=

ANETE - I CMU B5EA - EBBISTIRE - FSE#SRE cmu-agents.com
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%3 - IUEe: SRS, BINESR. ~MHIAHEIZS 'You are a helpful
assistant. User: Hello! Assistant: Hi!" ; BE/SIEND 'User: Solve this problem

I

... Assistant: Sure! ..." .

F 4L/ n HEAHEIR, RIS AETEZRISRSZE] 'User: What can you
do? Assistant: | can ...! RE—BRFEREA.

% 5 £ IZE: Bk LRUMTR,; BHHIKELRIRCH X,
RadixAttention #{E (2% 3-5) - SGLang - Zheng &, 2023 ~
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ENBK A, BISRIER I A,

fEF

I R : 175 AISFREK - &3,
CaChe-aware request rouﬂng RANEFRIREESTD . SRR - FIES]
T{EHFE 1: IES 18K, BA%I 2; TEHFE 2: ULAC 2K, BA%I O,

- N ) SGlLang v0.4 - BXIEFNGREIYE ~

Incoming request Worker 1 18K match - queue 2

Cache-aware router
° fix hash A —>| score=reusable prefix - queue penalty - Worker 2 2K match - queue 0
prefix has

SGLang v0.4 - cache-aware load balancing / .

R FHNEKESH
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Prompt design for cache reuse

Stabilize the prefix

instructions - tools - examples

Avoid needless churn

timestamps - reordered schemas

NEFERRITHER

MAFEIFEN - IF (MU BEGIFEA - FERIZIFC

- JRUARERE cmu-agents.com

Append changing state

new user turn - observations

Measure reuse

cached tokens - TTFT - eviction

44
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RERIZR: 8<%, TR, =l

EINEACIRT: FRIRFEIR. Sl
ERAVERZ: BHERL. EFHEFRRY Schema,
HESH: ®FATE. TTFT, K&EER.
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LETEE

Context compaction

L3R5
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ASTEIRD: JJ Cl fFllfE 30 op/EtERt. 1Ta—HREFIVEE. Wil
. — 24K 17HE; REH ‘address aIready inuse' , {Ta—IRE
Compaction example --workers=1" #&EHz(T. WU—UREMHEY; BEHRFE /tmp/cilog,

*%E@_U: . Bin——88 Cl #Erg, RE imHse, Bi8iF——--workers=1"

Before _
Aft ., IEHE— /tmp/cilog’, T—24Ta——ERAEMIRAY worker iIRE Rl
r
OBSERVATION  Cl job times out after 30 minutes. € PR
o
. Goal: fix Cl timeout.
ACTION Inspect the job log. Cause: port collision.
- OBSERVATION  yiarified: --workers=1 passes.
Evidence: /tmp/ci.log .
OBSERVATION 24K-line log; repeated “address already in use.” compact
ACTION Set --workers=1 and rerun.
NEXTACTION  Open the PR with the tested worker setting.
OBSERVATION Suite passes; log saved at /tmp/ci.log .
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Compaction as state estimation

History Ht - Compactor Cp - Working state §t

Behavioral fidelity Bounded representation

Recoverability

Copy exact anchors; retain pointers to
source evidence.

p(Afuture | Ht) ~ p(Afuture | §t) 8 = C(Ht§B)a |§t| <B

Notation: H. is the full history; 5; is compacted working state; B is its token budget; Asture denotes future actions.

(EPIRSET RIS
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PAsE "He — #5fass 'C B — TIPRE S,
THREE: p(A future | Hy) = p(A future | S,
BR%F: S =CH;B), |5 < B,

ARSI BRREER, RETERRIRIEERET.

fSiniE: He B5ERE; S EFEENIIERE, B RiFxmE,
"A_future’ RIAKRFEITHN,

it / SESEED T

JRENS

St
18

gafEAElR C. TR B, XB5{E C_B, B &R NATME,
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REA W E TN [REREHEA (Bin. 9%R) ; wiOGER (R%R. #HE. ID)
; REREBIAHEIREES (SRi=nl. #iER) .

HNERE: IHEFMEPE 24K TBERGE N 3 MM, tp S HIREEE.
£ EENE. CHRERNS,
KEEP EXACT ENCODE KEEP EXACT MemGPT - 9"%{%@#*@? e LongLLM Lingua : ﬁ?%’lﬂi&éﬁ /!

What survives compaction

Anchors Checkpoint Recent tail
goal - constraints decisions - progress - IDs active attempt - fresh result

EXTERNALIZE
N Evidence store
24K-line log — 3 failures + command + artifact path
ISCARD
duplicates - superseded
attempts

MemGPT - externalize and retrieve #  LongLLMLingua - selective compression 48
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Compaction policy decisions

4 N 4 N 4

1 - Trigger 2-
gge Select 3 - Replace
toke|‘1 threshofld protect begmnlng. e AT
provider overflow - compact older region - structured checkpoint
manual request keep recent tail . .
opaque provider item

reserve room for the next cutatavalid turn / tool fresh context
output boundary

| J \ J \

Codex / OpenCode # Pi” Hermes” OpenHands ”

FSTEIRABIRER

PMAFEIEX - I CMU BEFIEA - IFEHI7IRC - RISREEE cmu-agents.com

4 - Recover

leave history unchanged
retry or reset
retain searchable history

define behavior when
compaction fails
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1-fbk: FTEE. RSHS ETFaHsFiiak, AT—RKEtHmE=E.

2 - (RIPFEEL, RERERIAXE, REBGHIRESR, EERGCR / TRINFAE
3-8 WiERE. SRMRERSAERIRSHRE, ERFLETX.
4-RE: RIFHEARE, BENRES, RETERME, EXEEXRMETHITA.

Codex ~. OpenCode . Pi », Hermes . OpenHands ~
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[GSE: ' CUDA 124" —#E1: 'HHA CUDA12x —EE2: '#H
BEHY CUDA" — % 31 L9REXK,

BIREFEMER E—MEBER, s = Cs* o R,
fetRiRER R - CREBITHAREESD - M EZSKIFIEE.
History Summary 1 N Summary 2 — Summary 3

Use CUDA12.4 Use CUDA 12.x Use recent CUDA Constraint missing ReSu m - Ll?ﬁg%%{#é%gi%ﬁgﬁgﬁ?ﬁ A

Repeated compaction drift

Each update inherits the previous checkpoint

811 =C(3, ® Ry)

copy anchors exactly - keeptherecenttail - retrieve source evidence

ReSum - summary-conditioned agent continuation / %

BERESEEE
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Continuation-based evaluation

Plant state — Compact : Continue
constraints - decisions - artifacts apply the production policy measure later decisions
State recall constraints +identifiers Task success correct continuation
Efficiency tokens + latency + cost Stability repeated compactions

BT FRTHA
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AR 23R, RER. #lm — BE: MAEFIMEREE — %42 MEFENRR,
INSEZ: £95R + FRRAF. (ESMT0: IEREEE,
TR T + TR + A, REt: EEARE.
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C:3

Takeaways

52
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118K SMERAREBANIES. 1TahF IR,

2 - R FEZS. D, WEEEIR KV REFEFRA R,
3-Z8t8: BEB. 1EEA. AN gat VSR EMRLH BRI,
e Growth: agent loops repeatedly ingest instructions, actions, and environment observations. 4%@ %ﬁﬁéﬁi&%ﬁ%ﬁiﬁ?ﬁ {EK%;)EZ&EJ-WJEEO

S g REEE BRESRS. IMRTFIRERE, AT,

The long-context system stack

e Inference: prefill, decode, dense attention, and KV memory create different bottlenecks.
e Architecture: local, recurrent, sparse, and compressed mechanisms choose what history remains accessible.
o Caching: stable prefixes avoid repeated prefill but do not reduce visible history.

e Compaction: preserve intent, exact task state, recent work, and recovery paths—then evaluate continuation.
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T—iff: EeeRee) 3—IxEESICIZ.

Questions
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